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Software updates are important for maintaining functionality of an embedded
systems. For a firmware update to take effect, the system’s memory must be re-
programmed, and its execution re-initialized through a power-cycle. However, it
is not always a feasibly conductible operation due to the requirements set by
the system’s deployment environment. Autonomously and programmatically
performed firmware update without external assistance could provide new use
cases for systems which do not benefit from the conventional update methods.

The objective of this thesis was to design a method for conducting a dynamic
firmware update on an embedded system. It was required to receive and apply
updates to the program’s functionality during runtime without a need for a
power-cycle. To promote unbiased problem solving, the method was developed
in an experimental and explorative research which was based on a progressive
literature review and a current state analysis.

The specific topic was found to be rather unprecedented in its existing field of
research. Throughout the process the work’s requirements were observed
increasing in complexity, which resulted in the time requirements for solving all
the problems becoming unknown. Despite that, the essential problems were
identified for further development.

As an outcome, the work resulted in a theoretical foundation for the method,
which enables continuing development for a possible future implementation.
Until a testable implementation the work’s feasibility against the objective can
not be reliably evaluated.

Keywords: ARM, DSU, Embedded systems, firmware, memory
reconstruction
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Ohjelmistopaivitykset ovat tarkeita sulautetun jarjestelman toiminnallisuuden
yllapitamiseksi. Niissa laiteohjaimen paivittdminen vaatii uudelleenohjelmoinnin
lisaksi jarjestelman nollaavan uudelleenkaynnistyksen. Se ei kuitenkaan ole
aina kaytanndllisesti toteutettavissa kayttokohteen aiheuttamien rajoitusten tai
vaatimusten takia. Laitteen itsenaisen paivityksen suorittaminen ohjelmallisesti
ilman ulkoista ihmis- tai laiteapua voi mahdollistaa ohjelmistopaivityksen
kayttotarkoituksissa, joissa perinteiset menetelmat eivat olisi eduksi.

Opinnaytetyon tavoitteena oli suunnitella menetelma sulautetun jarjestelman
laiteohjelmiston paivittamiseksi dynaamisesti. Sen tuli mahdollistaa ohjelmiston
toiminnallisuuden muuttaminen etaalta suorituksen aikana ilman tarvetta
jarjestelman uudelleenkaynnistykselle.

Menetelma kehitettiin kdytannonlaheisen kokeilevan tutkimuksen ja tutkitun
kirjallisuuden yhteensovituksessa, jolla pyrittiin korostamaan intuitiivista
ongelmanratkaisua. Sovellettu teoria kartoitettiin asteittain mukautetulla
kirjallisuuskatsauksella ja analyysilla aiheen nykytilasta. Laiteohjaimen
dynaaminen paivittdminen sulautetuissa jarjestelmissa osoittautui odotettua
vahemman tutkituksi aiheeksi aihepiirissa.

Prosessin myo6ta vaatimusten havaittiin monimutkaistuneen. Sen takia
ongelmien ratkaisuun vaadittavan ajan voitiin todeta laajentuneen ennalta
maarittelemattdomaksi. Siitd huolimatta toiminnallisesti oleelliset ongelmat
tunnistettiin jatkokehitysta varten.

Tyo tuotti menetelmalle teoreettisen pohjan. Se mahdollistaa jatkokehityksen
kokonaisvaltaiselle kaytannon toteutukselle, jota ilman tavoitellun menetelman
mielekkyytta ei voi luotettavasti arvioida.

Avainsanat: ARM, DSU, sulautetut jarjestelmat, laiteohjain,
muistirekonstruktio
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1 Introduction

This thesis is about designing a dynamic firmware update method for an
embedded system. The objective is to design a method that can be applied in a

microcontroller.

A firmware and its updates in an embedded system needs to be programmed to
the system’s persistent memory with external aid and a power cycle is generally
required for it to take effect. Some systems can be applied in such tasks that do
not benefit from a reboot or try to avoid losing their runtime memory state during
maintenance. For example, sensors, subsystems, Internet of Things, machine
learning and edge computing systems which are beyond practical reach either

because of their physical distance, environmental restrictions, or hazards.

In such cases, redundant or additional hardware is not necessarily required for
a dynamic firmware update if it can be conducted from within the running
system without the need for a power cycle. The dynamic update functionality is
a software feature in the target system’s firmware which provides support for
receiving and applying modifications to the functional program’s executable

code and current state during runtime.

The programmer’s intention for a microcontroller firmware update can manifest
in a variety of ways. The reason can range from a minimal patch to a completely
exchanged firmware. Hence, different levels of understanding the problem and
the target hardware are required to better utilize all the possible expressions of

a firmware update.

However, the update method does not take a position on the means of possible
over-the-air (OTA) data transfer or its encryption schemes. The method defines
only the core interfaces and functionality, which an embedded system requires
to achieve the dynamic firmware updating. This fundamental approach
emphasizes the work’s scope and prepares ground for later implementations to

test and evaluate its feasibility.



Methodology for defining and solving the problem focuses on literature research
on related topics and explorative experiments on a microcontroller software.
The subject’s origin comes from a personal interest to the dynamic firmware

updating and no third parties are involved, nor has one commissioned the work.

The thesis first defines the foundation of the subject and the fundamentals of
the problem solving that are required to meet the stated objectives (chapters 2
and 3). It then continues to the design process which walks through a research
for the dynamic firmware update method proposition (chapter 4). Finally, the

work is summarized and concluded in chapter 5.



2 Definitions

This chapter defines the essential concepts related to the work’s subject, which
provide sufficient prerequisites for understanding the detailed problem
introduction in the next chapter. The concepts include definitions of the
embedded systems elements, firmware, and its updating processes. From the
definitions, a proper frame of reference can be established to outline the work’s

scope.

2.1 Embedded systems

Embedded systems are electronic programmed computing ensembles
dedicated for specific tasks whose requirements cannot generally be met by
conventional means. Usually, the tasks solve problems that are not efficient or
meaningful to be carried out with general-purpose computers or pose otherwise
special restrictions. Such as dimensional limitations, physical reach,
requirement to be embedded into other systems or objects, or to interact with
specialized peripheral devices and interfaces. Because of their target use
cases, the systems can usually be expected to be reliable in terms of error

resistance, self-recovery, and uptime. [1], [2, pp. 26-31], [3, pp. 5-13]

It is meaningful to distinct the concept from general purpose computer systems
as certain characteristics will be expected throughout the work [4, p. 5]. Some
generalizing examples of different industries among civil and public sectors
where the embedded systems are applied are mobile and wearable electronics,
production and infrastructural systems, agriculture, healthcare, and medical
devices. Other examples include vehicles and robotics in terrestrial, aerospace,
and maritime environments. They practically cover every electronic computing
device with a function, which is not a personal computer or a server featuring a
general-purpose operating system. However, some problems might require the
system to manage many tasks concurrently. In such cases, embeddable
customized operating systems can be used. [2, pp. 14-26], [5, pp. 1-2], [6], [7, p.
53], [3, pp. 5-7]



Apart from them, some systems implement real-time operating systems for
managing multiple tasks that require hard real-time requirements for
computational accuracy [1]. This is a widely applied property of embedded
systems [8], which also must be considered in the dynamic firmware updating

problem later.

2.2 Computer organization

A computer organization is the non-functional specification of the system
hardware which describes the fundamental electronic components and the
implementation of their interactive relations according to the functional
requirements defined by an architecture. They can be defined in various ways,
which ever works best for the different architectures. As the hardware ultimately
represents the properties of a system, it is fair to identify what components are
essential to be paid attention to, and to know how their onboard implementation

can affect the software design. [7, p. 26], [4]

In modern computers, their functionality to perform interactive and
programmable computations to produce output from an input, depends on five
fundamental components. To begin with the functional point of view, the input
and output (IO) devices can be perceived being the most relevant for
establishing the interfaces for external interactions with the system. For the
computation in between the two, a memory and a controller along with a data
path are required to manage the information between the components. [4, pp.
16-17]

Electronic embedded systems, being computers, share these fundamentals with
the other modern general-purpose computer systems [9, p. 6]. Yet they
essentially perform computational tasks which control the system according to
programmed instructions and make it interactive [4, p. 17]. While the
technologies and implementations keep evolving, the fundamentals remain.
Their computational function is usually implemented by a microcontroller

architecture [10].



The diversity of engineering problems the embedded systems solve, causes
non-uniform requirements for the microcontroller implementations, which
manifests in a great variance of hardware configurations. Therefore, it is not
necessarily practical to have a specified architecture for a common reference.
[10], [3, pp- 11-13]

The components and interfaces together form the system’s hardware, which
can also be described as the hardware’s resources. The next sections will

introduce them and their relevance to this work in more detail.

2.3 Microcontroller

A microcontroller unit (MCU) is designed to provide all the functions required by
its intended purpose. It is an ensemble of integrated hardware. Not only it
implements the controller and data path, conventionally central processing unit
(CPU), but many or all the other fundamental components, peripheral devices,
and interfaces, on a single integrated circuit, a chip [10]. This increases
conveniency, design and economy wise, since only the limited requirements
apply, and less general-purpose functions need to be taken in consideration [7,
p. 56]. Therefore, a microcontroller can implement a subsystem of an

embedded system or define one itself.

Of the fundamental components, the CPU functions by conducting arithmetic
and logic operations with instructions and data stored in the memory [4, pp. 62-
63] [4, p. 68], which are specified by an instruction set architecture [3, pp. 131-
135]. It can consist of one or more processor cores for controlling the
operations, along with an arithmetic logic unit, data registers, intermediary

cache memory and interfaces [7, p. 30], [3, p. 129].

To enhance the MCU’s performance and applicability, additional peripheral
controllers can be integrated to it to relieve some computational burden of
specific functionalities from the CPU [7, pp. 56-63]. Such as, memory

management, 10, timing, interrupts, data error checking and encryption. Some



components, usually types of extended memories, and various external
peripheral devices can be interfaced separately off-chip, through electronic

digital or analogue interfaces [10,11].

The logical relations of the chip hardware are defined by computer
architectures. Despite the MCUs lack a standardized reference architecture, at
least two fundamental approaches for managing the memory model are
extensively applied [10,12]. Generally, a CPU is designed in two major

architectures, referred as von Neumann and Harvard [3, p. 175].

They both describe the same fundamental components, but they manage the
memory model for instructions and data differently. The former defines
instructions and data to reside within a same memory, which can only provide
access to one of them at a time. The latter defines separate memories and
interfaces for instructions and data which a processor can access
simultaneously. Depending on the task, MCUs can benefit from both

architectures, or variants of them. [12]

2.4 Memory

Computations and programmability require storage in various forms, which are
types of memories. The different types reflect their purpose in varying sizes and
operating principles. They can be considered volatile or persistent non-volatile
memories (NVM), along with dedicated access types, which allow read-only or
read and write operations on them. They range from small, fast, and volatile
processor registers and caches to random-access memory (RAM) modules, to
usually larger, but comparatively slower, long-term NVM data storage mediums.
Such as solid-state and hard disk drives. [3, pp. 166-178], [3, pp. 231-250]

While the NVM is primarily considered for reading and writing arbitrary data,
they can alternatively be implemented as read-only storage. In such case, the

intention implies that the memory only needs to be the size of the desired



content. The property is relevant to consider for the design and project

implementation.

The volatile memory, by definition, can only hold data when the component is
powered, thus losing its content in the event of shut down or unexpected power
loss. In NVM, the data remains without the same power requirements, making it

possible to store long-term data. [3, pp. 166-178]

A CPU utilizes the former type as registers for computations and caches to
temporarily store data closer than RAM, allowing faster access [3, pp. 174-176].
Caches can be classified in levels for their organizational implementation. By
Noergaard’s example, a level-1 cache is integrated directly on-chip, and the
levels increment the further from the CPU they are. On system start up,
application programs are usually loaded to the RAM from the NVM [3, p. 166],
again for faster access. A firmware, which will be introduced in chapter 2.6, is
immutable by design and is therefore stored in persistent read-only memory
(ROM) types.

However, MCUs do often utilize the long-term memory differently by executing
its program, the firmware, in-place instead of loading it to RAM first. This
concept is referred as execute in place (XIP), which sets a few practical
requirements for the storage medium and system organization. As the program
execution tends to require speed, the memory must have a sufficient
performance and ability to return the smallest data units, words, when read.
Also, the code complexity can render the program’s memory size requirements
larger than what could be supported on-chip. In such case, the memory can be

interfaced externally. [13,14]

A convenient type for the modern MCU semiconductor NVMs is the Fujio
Masuoka’s electrically erasable programmable read-only memory, which is
commonly called a flash memory [15, pp. 5-9]. However, the flash does
experience wear over quantitative use, which has negative effect on the
component’s physical durability by decreasing its lifetime [15, pp. 137.-141]. As
introduced by Richter, the issue can be addressed with various methods of



wear levelling [15, pp. 141-144]. The concept is important to consider, as the

firmware, and possibly numerous updates of it, are to reside on a flash memory.

On logical level, the flash works by managing the data in arrays of
semiconductor memory cells, which are commonly based on implementations of
Intel's NOR, or Toshiba’s NAND logic gate architectures. They describe the cell
interconnections which ultimately determine how the data is written or read. The
former can manage the data with much more fine-grained precision than the
latter, from single bits to full memory. NAND flash manage the cells in larger
units, which are called pages. Furthermore, pages can be organized into
sectors, which usually denotes the smallest erasable page-aligned unit. Yet,
both require erasure of their corresponding memory before being able write to
them. [15, pp. 32-46]

From a functional point of view, the NOR flash types are ideal for embedded
program memory and XIP, as single data words can be reasonably written and
read fast [15, pp. 35-39]. Also, modern programs can be complex, and therefore
large in size, to which flash can be economically scaled. Both flash
architectures implement various version for different use cases. With the MCUs
in focus, the NOR flash versions can enhance the comparatively slow
programming cycle rate furthermore by implementing the interconnections in
serial rather than in parallel. In such configuration, the memory cells are
organized and managed in larger chunks of cells, called pages. They are
physically the smallest units of manageable data, whose smaller arbitrary word-
size units can be virtually accessed through page buffers, which will manage

the page read, erase, and write operations accordingly. [16,17]

A widely applied implementation is based on serial peripheral interface protocol
(SPI), which defines the page size to 256 bytes. Despite the organizational
compromises, the SPI NOR flash still benefits from the naturally fast and fine-
tuneable read operations, making it an industry standard flash memory type

among the embedded systems. [16]



The relevance of knowing the introduced properties and usage of various
program memories will pose an important part in the design of the firmware
updating for an MCU. Yet, memories are the components where the firmware
resides and executes. For conveniency, regardless of the implementation-
specific terminological derivations of the read-only memory for the firmware, it
will be simply referred as a ROM type throughout the upcoming sections and

chapters.

2.5 Peripheral devices and interfaces

Due to the interactive purpose of the embedded systems, their deployment
environments can pose complex models from which the information is
interacted with. Primarily, the environments a system is deemed interfacing are
the analogous world and other digital systems. Electronic sensors along with
integrated or external amplifiers and analogue-to-digital converters are such
type of peripheral devices that translate the analogue information into
processable digital data [18, pp. 327-330]. In both cases, the further data
processing can introduce complexity, which might cause intolerable
performance decrease, if conducted exclusively on the MCU’s main processor.
[7, pp. 53-57], [7, pp. 253-256], [3, pp. 253-256]

In addition to sensor applications, peripheral devices can be dedicated to
processing the externally received data to appropriate format, while only
interfering the system when necessary. This relieves load from the MCU'’s
processor, and it can enhance the system’s performance. The concept works
the other way around as well, to generate appropriate output from internally
processed or stored data. In the context, a process can include controlling and
data management through algorithmic manipulation, filtering, buffering,
streaming, timing, debugging, generation, comparison, or conversion. Another
functionality for the process can be interrupt signal management, which is an
essential concept for the devices to interact with the MCU’s processor. [19], [3,
pp. 129-130], [7, pp. 253-267]
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Depending on the application, the MCU can integrate such devices directly on-
chip or connect to them via various electronic interfaces [3, pp. 253-256]. While
many aspects of an embedded systems are seemingly tailored for a specific
purposes, the common interface specifications for the 10 have become actual or
de facto standards [10]. Common to engineering, the proven models and
methods tend to be the most adopted, which is beneficial to the work when

peripheral devices and interfaces are considered.

The peripheral devices come with great diversity and unrestricted complexity
requirements, function-, and implementation wise. Yet, a rough functional
classification can be drawn according to their varying purposes. While ignoring
their organizational implementation in a system, they can represent devices
which either exchange information through interfaces or process data which is

related to the IO of the former, or internal computations. [7, pp. 253-255]

As an example, a few relevant, usually integrated, peripheral device types can
be named. Such as, various timers and triggers, general-purpose input and
output, switch matrix, converters from analogue to digital or vice versa, interrupt
controller, direct memory access, cyclic redundancy check engine [20] for data
integrity verification, data encryption engine, codec, and wireless radio. [7, pp.
60-63], [7, pp. 272-277], [19]

To establish a physical interactive connection to the peripheral devices, whether
internal or external to the MCU, they require mutual electronic interfaces. They
are specifications for physical analogue or digital medium interconnections
which exchange the intended electronic information according to their
communications protocol. The mediums are commonly referred to as buses,
which along their protocols are designed for specific properties. Such as, being
optimized for information transmission reliability, reach, scalability, or
throughput. [3, pp. 254-255], [3, pp. 277-282], [19]

The interfaces with their respective communications protocols can be classified
by their hardware implementations, which are based on serial- or parallel
electrical topologies [3, 257-269], [7, pp. 33-39]. The former is more utilized in
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modern MCU designs. Also, the protocols manage the data either with or
without synchronization [3, pp. 184-187]. A few commonly integrated peripheral
device interfaces are universal asynchronous receiver-transmitter (UART) with

optional driver device, SPI, and inter-integrated circuit buses [10,19].

Regarding the software updating of an MCU, peripheral devices are especially
utilized, as they provide the 10 interactions to and from the system. Therefore,
the distinction of various device types and interfaces among the identified
common cases represents a more abstract set of factors that can affect the later

design and cause possible limitations.

2.6 Firmware

Firmware is an architecture-dependent low-level system software of an MCU,
which controls the system hardware. Its primary task is to initialize and
configure the hardware environment for the components to interact, and
therefore allow the functional application software to work properly. Since
embedded systems tend to perform dedicated tasks, the application code with
the device drivers, and possibly an operating system, are usually included in the
firmware. It can represent the whole fundamental software stack which defines
the embedded system functionalities introduced in above sections of the
chapter. [21] [3, pp. 311-315]

As referred by Tan et al., the firmware is defined, by an international standard
[22], to be read-only software. In practice, this implies that they are usually
stored in ROM types, regularly flash memory. Therefore, programming the
firmware to ROM might require dedicated tools for writing to the memory,
depending on the memory type and its supported programming methods. The
software is represented in the memory as machine-readable instructions,

referred as machine code or binary [7, pp. 730-750].

Despite the firmware being considered low-level software, it is not unequivocally

the only nor the lowest level of code the system might start with. Depending on
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the application and system implementation, some components, for example
RAM, might require initialization prior to firmware execution. Such program is a
bootloader, or multiple of them for various initialization stages. In context of an
MCU and embedded applications, the bootloader is commonly used to program

the ROM with a firmware, either initially or when being updated. [21,23,24]

From the software developer’s point of view, the firmware is programmed in
source code in a suitable programming language. Because of the low-level
placement and interactions with the hardware, the firmware’s source code is
required to be compiled into the machine code with a target system’s
architecture specific compiler. In the context, C and assembly programming
languages remain common, as they can express the hardware, especially the
memory related, operations efficiently. A program can be compiled on arbitrary
host system architectures other than the target if a corresponding compiler
toolchain, a cross-compiler, of the target is used. The practice is a common

approach in embedded system firmware development. [3, pp. 30-33], [21]

Moreover, the process of compiling programs involves stages that are worth
noting on a general level. The written and referred source code gets gathered
and compiled into object code files, which contain the machine code in binary
format. However, they don’t yet have their remote code references or their
relation to the target memory model resolved. The final stage is to link the
compiled object code accordingly into an executable format, so that the
included code is structured and resolved to be accordingly reachable by the
target processor. [25, pp. 28-36], [26, pp. 251-259]

The structure of an executable code is processor architecture specific [25, p.
30]. It defines the code in memory mapped regions, which commonly includes
the respective memory segments for the instructions and initial data [25, pp. 34-
36]. Various executable formats exist, of which Intel hexadecimal object file
format HEX [27,28] and executable and linkable format ELF [29] are relevant in
context of the embedded systems [30, pp. 8-10], [25, pp- 30-31].
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Overall, the section’s relevancy is central, as the concept of a firmware will be
wielded extensively. The remaining sections will introduce the principles of its

update operations.

2.7 Firmware updating

Beyond seemingly successive deployment, the firmware is yet subject to many
natural factors which can require maintenance for updating the software. Some
of which are more critical in sense of safety or functionality. Such as, compilable
technical- and semantic errors, bugs, as in any man-made software, which
require patching. Other less dramatic reasons can involve software updating for

functional improvements through tweaking and feature management.

The maintenance is conducted in accordance with the system’s hardware
properties, which is defined by the components and available interfaces.
Overall, the conventional method for updating the firmware is inherently the
same as for its initial programming to the memory, as introduced in the previous
section. The system is brought to a halted state where the software can be
written to the device’s memory through an interface, which is configured for

memory programming [23, p. 71908].

As an example, the programming interfaces can include the on-chip serial
interfaces UART and SPI, which can be used for programming with aid of a
bootloader. Further down the scope, the embedded system bootloaders can
implement in-system programming and in-application programming (IAP)
functionality [23,31]. The former requires an external input signal, and the latter
can be managed completely from within the running software [32]. Other
interfaces can involve Joint-Terminal-Action-Group standard (JTAG) [33] or its
less featured alternative ARM implementation, Serial Wire Debug (SWD) [34],
for the hardware debugger which both utilize the same operating protocol.

Although, the embedded systems, which are deployed in their production

environment, tend to utilize the methods in more sophisticated and automated
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procedures. As it is not always practical to maintain the systems manually by an
operator, they favour additional software or hardware infrastructure to support
remote management through a wired or wireless connection. The concept of
wireless remote management is referred as an OTA method. Furthermore, an
update event can minimize damage in case of a catastrophic failure by
implementing resiliency with a software version rollback functionality to revert
the defect update. [35-37]

As a process, the update through memory writing operations can have varying
limitations due to the used hardware. Especially, with flash memory, the write
cycle can be considered slow [25, pp. 39-43], [25, pp. 56-60], [15, pp. 127-131],
[15, pp. 135-137]. As shown by Richter, the speed is limited by the used block
size, the chunks of writeable binary, of the update and the physical writing
speed. It can be concluded that the system’s run-down, possible overhead of a
remote update infrastructure, and memory’s programming limitations correlate

to the overall maintenance downtime directly.

Even though, the firmware update is considered being close to hardware, an
operating system can be implemented for managing the system’s functionality
through application software [38]. In such case, the application-level software,
or even some kernel modules, can be updated by the operating system [39].
This, however, does not apply to the actual firmware-level software but the

scenario and its methods are worth taking in consideration.

2.8 Dynamic software updating

As the concept of updating a software dynamically is the work’s subject it
essential to be introduced on a functional level. The next chapter includes a
current state analysis of the dynamic software update (DSU), which reviews the
existing research and classifies related implementations in more detail. Despite
the precise type of the involved software or its application domain, DSU can be
scaled to operate on various levels of applications, including the firmware of an

embedded system [40,41]. Hence, the section will refer to software generally.
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The research for DSU dates back to mid-1970s [42,43] and the published
implementations appeared in 1983 by Cook and Lee [44]. However, modern
theory is based on intensively growing research from the last three decades,
which address the requirements of the modern computing- and infrastructural
evolution [40,45]. DSU theory and its application requirements do not appear to
have a disclosed consensus or taxonomy. Although, various common concepts

and problems are identified among the modern research [40,45,46].

From a user’s point of view, a DSU method conducts a software update on a
live system concurrently without halting and dispelling its volatile execution
state. This results in the instructions and data in persistent memory and RAM
being replaced according to a new version from within the system. Therefore, a
system initialization or a power-cycle for the update to take effect is not
necessarily required. The DSU event can be triggered as any conventional
software update, which includes manual and automatic procedures being

performed either locally or remotely. [40,42,47-50]

For achieving this functionality, the method must be able to manage the target
application’s underlaying levels of the software stack for concurrent operations.
In case of a firmware, the hardware management is most certainly required as
well. However, the method design introduces several problems which can
require approaches with application- and hardware-specific distinctions. Such
as, how to define suitable units of update information and how they are received
concurrently during runtime. Also, how the received units can be transformed
into executable format and applied to the running software in a timely manner.

In other words, to update the system’s execution state and program. [42,49,51]

Additionally, in the context of a DSU, a software roll-back functionality can be
convenient for minimizing downtime in case of a catastrophic failure. Generally,
the optional concept of reverting an update can be implemented to any kind of
update. Yet, such functionality for a DSU would need to apply the dynamic
update mechanisms recursively. If considered, it can therefore set additional
requirements for the update method’s architectural design. [37]



16

Similarly, as can be thought with conventional software updating, the DSU
architecture would manifest in at least two logical entities. The updater which
receives and applies the update on the target system and the external system

which prepares and provides the update to the target.

The conveying medium and transfer methods between the entities for the
update data do not fundamentally concern the DSU design. Yet, possibility for
integration and interfacing of them should be taken in consideration in their

design. Such as existing wireless capabilities and OTA-approaches [35].

In general, Frieder and Segal classify the approaches roughly by their functional
implementations. The earliest hardware based DSU involves redundant
computing hardware for switching the execution between the old and updated
programs. It isn’t necessarily practical for embedded systems which would
benefit from the DSU in the first place. However, the modern approaches are
based on completely software managed methods, which can be classified

further depending on their intentions. [49]

Each fundamental or practical problem in the DSU design can spawn
complexities of their own, as different target system configurations and DSU
implementations can cause specific corner cases [52]. As an example, a system
implementing a XIP paradigm for program execution likely utilizes different
functionality for applying the updates than the ones with fully RAM-loaded

software, as introduced earlier.

3 Scope

With the essential definitions at hand, this chapter provides a scope for the work
to start with. It introduces the research problem in detail, continued by
introductions to the methodology and materials which were chosen for solving a
problem of its kind. They include the fundamental requirements, practicalities,

and discuss about measurements to evaluate the later proposed design.
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Also, the current state of the field of research is introduced in a cursory
literature review. The identification of other applicable approaches to the
technology can be further analysed to supplement the work’s justifications with

relevant comparisons.

3.1 The problem

The research problem revolved around the issue, that applying a firmware
update in embedded systems requires external interaction. The update will also
interrupt and initialize the current execution state because of a required system
restart. Some systems either don’t benefit from or tolerate such interruptive

maintenances in all scenarios.

Under certain conditions the firmware updating could be implemented more
efficiently, performance- and economy-wise, possibly allowing existence of new
applications which do not tolerate excessive execution downtime or pose
physical maintenance restrictions. The identified place for improvement for the
problem formulated the idea into the following research question. How can an

embedded system’s firmware be updated dynamically during runtime?

Updates are important. Embedded systems can require software maintenance
when it's firmware doesn’t perform as intended, because of a flaw in the code,
and lack correction or it is planned to have a new feature, semantic changes,
adjustments, or the code is to be fully exchanged. Some of these operations
can be required in times when the system is already deployed in production use
and downtime through hard maintenance is not ideal or tolerated, either

because of expenses or practicality.

Dynamic firmware update method could mitigate some of the named
inconveniencies if it can be designed to meet the hardware requirements of the
target systems. Hence, the objective addresses a design process for finding the
method in such a way it would be applicable for a clearly specifiable group of

targets which could be proven to benefit from it.
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The work becomes relevant if such a method can be generalized for a group of
systems which commonly share the ideal use cases and properties for adopting
the method’s non-functional requirements. Fundamentally, the method should
avoid including unnecessary non-functional requirements, which can limit the

general applicability.

A few concrete examples of the applications. Redundant hardware, co-
processors, or subsystems are not necessarily required for applying the
firmware update. For example, a remote sensor system could be adjusted while
not losing too many samples. Also, remote-, practically unreachable-, or
restricted systems could be updated with a new task while maintaining their
autonomous responsiveness at some tolerable extent. Such as, probes or

unmanned vehicles.

To clarify the scope more, this work doesn’t take part in the means of
transmitting the update to the target device. Them being physical mediums,
communication protocols or data encryption schemes. The matter is ideally left

implementation-specific to allow purposeful and flexible applicability.

Some requirements, especially the non-functional, are not practical to be
specified in detail up-front, as designing is naturally a creative process which
matures over iterations [53]. Therefore, they tend to refine over time. However,
the initial functional requirements can be logically concluded from the research
problem definition, some of which produce implicit restrictions for possible later
implementation. They were not based on existing designs. Below are stated the

functional requirements in a progressive dependency order.

o The system must receive and apply updates dynamically.

o The updates must be integral.

o The system must be able to retain its execution state during update.
o The system must be responsive after fatal execution failures.

o The design for meeting the requirements must be generalizable.
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To introduce reasoning behind the initial functional requirements, the list items
are broken down into explanatory paragraphs in the same order as they appear

in the list.

By dynamicity, the system is meant to receive and apply firmware changes itself
while executing. Thereby, it is required that the system can change its context
of execution at some extent to manage the 10 and updating independently from
the application firmware. However, the system is not required to be applicable
for time-critical applications, such as real-time operating systems, due to their

hard time requirements.

In case of an externally caused transmission fault, the received update might
not always be integral, and can therefore cause failure. The functional
requirements do not take position on what transmission methods are to be
used. Before being applied, the received update must contain the same

information as was originally intended.

It is essential that the system can modify itself according to the update without
hardware initialization, hence retaining the execution state when appropriate.
This is intentionally specified as an ability. In some cases, an update might be
intended to replace the whole firmware, therefore requiring a full system

initialization.

Maintaining responsiveness in a controlled state on fatal execution failure is
considered a mandatory requirement due to the intended use cases of an
embedded system. A specific responsive action should not be dictated. The
statement contributes to the requirement of the designed method being flexibly
applicable. A practical implementation of the design would likely be expected to
include self-recovery functionality for additional resilience. However, not all
systems might have enough hardware resources for implementing it. Hence, it

is better being left on an abstract level.

The design must result in a generalizable outcome to identify a group of target

systems and applicable use cases. The more applicable the design becomes,



20

the more relevant it will be. In addition to the listed items, any other possible,
mandatory, or optional, requirement that would amend or change the overall

functionality will be discussed later in the design process.

To evaluate the outcome of the design, a practical implementation of it on a real
hardware was found ideal for allowing consistent and well documented
measurements. That is, a proof-of-concept. It would be unreliable to evaluate
the design’s outcome with other means. Also, an implementation could be
tested on various levels of abstraction to identify suitable metrics from where
the measurements can be recorded and observed. However, an implementation

does not fit to the work’s scope at practical extent.

3.2 Methods

The work focuses on solving the research problem by answering to the practice-
based research question. Hence, the fundamental methods required for
approaching the question are to be of empirical type. Despite the lack of fully
functional implementation, the design inherently depends on researched
knowledge on related topics, and how it can be applied to form an operating

theory of a dynamic firmware update.

As the work’s problem originated out of curiosity and an independent
observation of the subject, initial hypotheses of various architectural designs
were formed before further research was conducted. An important
methodological decision was to continue working on the intuitive approaches
before exposing them to external bias. The decision could potentially promote

novelty and originality.

In case of a problem which is based on a system’s function, it therefore
depends on the system’s properties. Hence, the intuition may not always be
fully applicable on all levels of the design as is. It requires supplementary
understanding of the domain. That is, fundamental and detailed technical

knowledge of the system’s operations. Therefore, the design process can be
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classified as deductive research, as the design evolves from the established

theory.

A work of such type, with an unknown degree of uncertainties, and on the other
hand, being specifiable without strict restraints would benefit from being
adaptable to unexpected solutions. For conducting the work, a combination of
experimental and explorative strategy was chosen. As proposed by Oivo et al.
in their paper [54], both strategies can enhance each other when applied in
unison to a practice-based problem. The choice can be further justified by a
conclusion from the comparison of other viable strategical approaches. While
case studies, engineering method, and grounded theory of the existing dynamic
firmware updating designs can give a good supplementary insight into the field,
would they possibly alone limit the exploration. This choice commits to the

previously justified intuitive-driven approach.

The methodological decisions face a few limitations, however. The experiments
could end up producing false evaluations. As can be concluded from Wohlin, et
al. [55] experiment process, if they were carried out with insufficient research or
understanding of the background theory, that could lead not only to incorrect
establishments but also to lacking analyses. Another shortcoming related to the
strategies is to find a reasonable scope for the evaluation’s depth and time
usage. Clear indicators for when an evaluation can be deemed sufficient and
done, might be cumbersome to define if specifications and analysis methods

lack determination.

In conclusion, the work is best conducted by deducting a design to answer the
research question through an experimentally explorative approach, which
combines unbiased hypotheses with researched information of the existing
technology and technical properties of the target systems. The design’s
exploration process is evaluated through controlled experiments based on the

solution’s requirements.
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3.3 Materials

The work began with a thought process and sketching to form initial unbiased
hypotheses. Before introducing supplementary information and influence from
the existing approaches to the technology, the feasibility of the initial ideas
required fundament evaluation against the technical limitations of a selected
target system. That information was available in forms of technical data sheets,
and user manuals by the system manufacturer and community forum
discussions. Data sheets are documents which provide the plain facts of the
system properties and features. Applicable information on their intended usage
is provided by the user manuals. Community forums, on the other hand,
supplemented the information with the practical view of other developers on
how and where to apply the system features in various implementation-related

problems.

To converge the hypotheses into a single solid theory of operation through the
design process, further information was first required to specify the
requirements of the problem and plan the methodology. To apply the
methodology as intended, a current state analysis of the technology was
required to identify comparable approaches for the work’s evaluation. The
research continued for the background theory. Later, the experiments of the
exploration relied heavily on the technical literature. More precisely, the material
provided by the vendor of the target system, programming and assembly
language specifications, and technical guides for the host operating systems

which provided the development environments.

The foundation for the material consists electronic and printed literature of
books, conference papers and whitepapers, which were sourced through library
catalogues and internet search engine results. The results were analysed in a
form of an adaptive literature review. It consisted of different granularities, of
which first was to locate the proper research material by progressively reducing

the levels of abstraction of the reviewed topics to integrate them in a scope.
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Manual and partly automated methods were used for traversing the results. For
the latter, a text analysis software Voyant-tools [56] was used, which was
originally developed by Stéfan Sinclair and Geoffrey Rockwell. It can provide
simultaneous analysis and comparison of text properties of multiple material in
various visual and textual formats. The software can be either self-hosted or
accessed online from domain voyant-tools.org. The self-hosted off-line option

can be important for respecting the terms of licensed material when applicable.

First, a concept analysis was conducted to identify which terminology, and what
kind of scope was associated with target literature. In addition to the work’s
topic, the material was also searched with more abstract words, to provide
some offset from the exact title to uncover yet unfamiliar results. In general, the
initial search patterns consisted of subjects of software and firmware, which
were appended around verbs the concepts of updating and upgrading. As
newfound terminology appeared, the pattern was altered along with more
specific descriptions for the adjective of the key functionality, the dynamicity.
Such as, concurrent update, hot swap [47,57, p. 30], hot patch, dynamic patch
[58, p. 5], runtime patching [59], hot load, live patch [60], on-line version change
[48], runtime updating [61], and live synthesis [62]. After the trends were
identified, the subject in the search pattern was also extended with the target

context of the embedded systems.

The most common sources for the results were digital libraries and publication
sites of various communities in the field of the technology or universities. The
selected material was scoped and filtered with further content analysis, similarly
to the first phase. In general, the literature’s scope of interest was based on the
identified properties and concepts utilized by conventional and dynamic

firmware updating.

The process for researching the other related background theory was similar.
Although, the main material was based on physical and electronic books
sourced from library catalogues, which was extended with occasional research
publications on the topics. The searched topics contained memory
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manipulation, information security, peripheral device interfaces and their
protocols, operating system theory, microcontroller architecture, program
execution, software compilation, programming languages, and other,

sometimes vendor specific, features in their hardware.

3.4 Current State Analysis

The objective of the analysis was to gain understanding of the current state of
dynamic firmware updating among embedded systems and DSU methods in
general, which could be used to justify the relevance of this work, and to identify
comparable implementations for evaluation. The raw material and research
methods for the analysis, consisted of same types of literature and methodology
as the for other theory. However, it was extended with lecture notes, code
repositories and recorded videos of seminars or educators to extend the

sources further. The queries were likely affected by a bias from the scope.

The research for this analysis was supplemented with various existing studies
to support the conclusion, introduce more material, and to work as references
for possible results comparison. The studies consisted of a comprehensive
systematic mapping study [40] by Ahmed et al., a survey [52] by Miedes and
Munoz-Escoi, an analysis [63] by Mugarza et al., and a review [64] by llvonen et
al. Some of the studies were partly based on same sources and publications

that were also screened for other chapters.

Many works [41,45-47,50,51,57,65—72] of the selected theory, including a few
[73-77] hinted by the study of Ahmed et al., had cited other within the same
sampling frame. Few authors and works emerged repetitiously referred or the
authors were co-authors of multiple works, which implies their creditability. This
realization was verified by a Voyant-tools term analysis for the occurring

authors.

The scope-wise appropriate results over the analysed material were typically

whitepapers, conference papers and journal publications. The minority types
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were various educational presentations, source code repositories, or patents.
However, only a fraction of the overall material was relevant to the work. They
mostly introduced research in favour of dynamic, or similar adjective, updating
of higher-level software, rather than firmware in the specific sense of this work.
While the terminology is not problematic itself, they seemed to cover system-
and application software updating significantly more often in other contexts than

among the embedded systems of the scope.

Some selected works, which could have been considered off-scope because of
their target domain, provided otherwise applicable theory that had been
extensively utilized in the relevant material. The resulting material was divided

into theory- and implementation-related works.

The observation of the scarce results was also supported by the mapping study
[40], in table 14, where the classification referred to resource constrained
systems which represented less than seven percent of their publication
samples. Although, some other potential targets such as distributed- and time-
critical systems could have been partly included, their applications implied
requirements or use cases mostly outside of the scope. Such as
implementations for real-time operating systems, Java virtual machines, or not-
targeted application programming languages. It is likely, however, that some cut
work could be modified and ported to work for the embedded system firmware

updating.

The reference studies, and the mapping study by Ahmed et al. especially,
suggested that dynamic software updating in general is rather extensively
researched field with a decent history of theory and application. Yet, the field
tends to address applications which are fundamentally higher in the technical
abstraction level of software than a firmware of an embedded system, thus
rendering them mostly irrelevant to the scope. Their implementations and
theories focused mainly on updating software dynamically on server- and

wireless sensor network (WSN) environments. Mostly with POSIX- or TinyOS-
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compliant operating systems, as the mapping study’s table 16 of target
programs also implies. [40, pp. 474-476], [52,63,64]

Review of the less represented theory and implementations, that indicated more
suitable context, were refined with further analysis to validate their relevancy.
The most prominent domains regarding the scope of interest were time- and
safety-critical systems and WSN [40,63,78,79]. The former relied heavily on
embedded real-time operating systems, which were scoped out due to their
architecturally higher level in the software stack. The WSN seemed natural as
they target resource constrained MCUs intended for instrumentation
applications [40,74,79—-81]. However, almost every DSU implementation for
them was also based on an operating system or a virtual machine platform.
Mainly TinyOS and its derivatives, with various network reprogramming
protocols or Java virtual machine [82—-85]. Many accompanying words and
conclusions of the material implied that the update methods in general for both

fields are under intensive research to enhance security and performance.

In addition to dedicated system designs, some programming languages support
DSU rather comprehensively by design, such as some LISP dialects, Smalltalk,
Erlang and various bytecode interpreter versions of Java, .NET, and Python
[63]. Despite their potential and flexibility, they were not analysed any further

due the set scope.

From the observations of the theoretical material and suggested
implementation, a few recurring trends in design problems and approaches
were identified. Despite the varying taxonomy and non-uniform classifications
among the material, their concepts of the DSU converged into the following
fundamental design problems which are ordered according to their logical

dependency on each other.

. What application parts are to be updated dynamically?
o How are the parts updated?

o How is the update formed?
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The first problem seems definitive for the whole DSU system design, as it
renders practical implications to further design problem approaches. It
essentially defines the update granularity, the kind of software entities that are
to be subject to the dynamic updates, which is directed by the specified target
application [52]. The material covered the granularity ranging from arbitrary
changes at byte level up to full program changes, while many limited the

changes only at function level.

Being the broadest, the second problem was often referred as a process of
state transformation. It introduces questions for when and how the old program
is changed to its updated version. The approaches for them manifests in update
timing- and state transformer methods, which ultimately define the update
safety and performance of the DSU design. Ahmed et al. had mapped various
classifications of approaches with several distinct techniques, of which most
referred ones were represented in their tables nine, ten and eleven [40, pp. 472-
475]. The last table included complete models for expressing the DSU design

theories.

Despite the rather wide range of classifications, they all seemed to answer the
same questions of this fundamental problem in practice and could therefore be
deemed bound to it. Although, the designs for the update timing and state
transformations would affect to the update safety and performance, at least

implicitly, some works were based on such aspects.

In general, the update timing was usually controlled in various forms of indicator
points or other artificially added execution state observation techniques, which
initiates the state transformation for applying the changes with a proper timing
[73, p. 6]. In other words, a valid execution state of the program to receive
changes. The timing methods could be defined in the target program’s source

code or in the updater, either statically or dynamically [40, pp. 472-475].

The state transformation, which is being referred as an abstract concept, would
cause the old program state to manifest updated. This includes updating of all

memories involved with the program. On fundamental level, common methods
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for it introduced various forms of execution indirection and redirection
techniques. They involved use of dynamic binding, swap buffers, reserved
dummy memory, proxies, and others that utilize symbol mapping [40, pp. 472-
475], [52]. Also, forms of memory reconstruction and binary rewriting
techniques, often referred as dynamic patches, were distinctively generalizable
[52].

Without considering the number of changes, the effect on update performance
could be thought twofold. It is evident that the computational time requirement
of the state transformation method halts the program execution for a known
period. However, the time before the execution state becomes transformable is
not necessarily deterministically reachable, nor are the old parts after the
update [86, pp. 22-46], [86, pp. 53-54]. This problem was widely discussed
among the works and addressed by many designs. A comprehensive and often
referred theory for the problem was studied by Gupta and later by Gupta et al.
and Stoyle [47,48,86].

Along with the update granularity, this appeared to be the key issues when
update safety was explicitly studied or touched on by a discussion. Various later
works adopted concepts of type-safety for addressing the determinism
problems. It defines update safety mechanisms by limiting valid update
operations so that the changes would not need to interfere with the old program
in any way [57]. That is also why the update granularity correlates strongly with
the update safety, as it can control the flexibility of the program mutability. Yet,
as stated by Gupta and Hayden et al., the safety cannot be guaranteed to be
solid for arbitrary or even for all limited update cases [57, pp. 1-5], [86, pp. 22-
46].

Naturally, the approaches to the final fundamental problem, about how the
update would be formed, is bound to the previous ones. Their design and
methods would essentially depend on the done choices for update granularity,
the methods for update timing, and especially the state transformation. The
analysed works that suggested a practical model or an implementation for a
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DSU system, typically included a customized approach for generating the
update data. Of the reference studies, Miedes and Mufoz-Escoi’s survey and

the analysis of Mugarza et al. included comparable information on the topic.

The methods had distinctive differences, which lead to a cursory classification
based on their related state transformation methods. They can be divided into
ones involving programming languages with in-built DSU support, modified
compilers, and binary or bytecode post-processing. The first two would
specifically introduce additional information in the resulting program binary or
bytecode to control the state transformation process when loaded by the DSU
system on the target. The post-processing approach seemed common among
dynamic patch forming. It utilizes static analysis techniques on compiled or
interpreted programs to identify changes and prepare them in a format which

the DSU system could receive.

Approaches to the fundamental problems resulted in further observations and
deductions to identify a common architectural trait and a classification of DSU-
applicable environments. It was clear, that at least two tightly coupled entities
must have been defined for the design and implementation of a functional DSU
system. In addition to the dynamic updating functionality on the target system,
an infrastructure with the ability to produce the updates in applicable format
must exist. Practically, a communications medium would be required between

the two to transfer the update information.

Common architecture, especially on physically distributed systems such as
WSN, was a client-server model where the target DSU system represented the
client and server would prepare and provide the update. The information
transferring for both seemed to have a natural tendency to rely on existing
methods and infrastructure, such as internet- and inter-process protocols.

The environments, in terms of target hardware and software, for utilizing a DSU
functionality had a predictable variety. They could be classified according to

their level of abstraction from the hardware. To start with the obvious, hardware
implemented DSU or reprogramming with redundant hardware were referred to
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be the oldest and original methods. However, they remain a valid approach
[58,63]. That would be followed by a so called bare-metal implementation,
which manages the updating on firmware level, and either exists besides the
main application program or provides a runtime environment for it. Further
would be the DSU which rely on an operating system, of either an embedded or
a conventional type, and exists as a kernel driver or process to update other

application processes.

An additional implementation independent class could be defined for virtual
machine runtime environments for both the DSU and the application. More
specifically addressing virtual machine derivations, which would not necessarily
require an operating system backend, but could also be implemented on bare-
metal. Systems, such as Java virtual machine, which are known to have this

property speaks for the classification.

Although, the domain appeared barely evident in the raw material, its existence
was eventually supported by a virtual-machine centric approach [87] by
Subramanian et al. Especially the Java virtual machine seemed extensively
researched and referred in the overall material and reference studies. This was
clearly indicated by Ahmed et al. in their tables 7 and 12 for representing their

results for the most cited programming languages and approaches.

To summarize the current state from the conducted literature review and
analysis, it could be concluded that DSU is not as extensively researched or
utilized in firmware updating on low levels of resource-limited embedded
systems as it is in system-level applications on operating system or virtual
machine environments. It is worth noting, that the existing research and theory
rarely made clear distinctions between applicable target domains, which would
help in their evaluation. However, compact operating systems for embedded
WSN nodes or bare-metal virtual-machines seemed to be the closest

implementations to provide appropriate DSU functionality of interest.

The existing methods involved approaches, which eventually seemed to solve
same problems regarding update safety and performance with varyingly
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emphasized priorities. They posed mutually exclusive limitations which
rendered a universally applicable approach non-existent, as was often
concluded by the material and reference studies. In general, the concept of
DSU is not fully disclosed for a formal consensus, although certain aspects
recur throughout the requirements and definitions of implementations and
research. Yet, the material did not include any clear hints on applying software

centric DSU for firmware on embedded systems.

4 Design

This chapter walks through the applied methodology and process which took
place for the implementable design development of the intended DSU system.
The design’s purpose was to prepare creation of specifications and descriptions
for a possible implementation by establishing a theoretical system model and
algorithms for its functional components. The subchapters break down the steps
that were taken throughout the development phases of each individual problem

in the order their solving was conducted.

Overall, the design process was driven by systematic problem-solving methods
and observations from experimental research which induced the discovered
theory with the initial idea of operating principles. The approach for orientating
the design towards the stated objective began by identifying the required logical
building blocks, the entities. This phase was conducted with a top-down method
to start with the abstract goal-oriented information to understand the entity
relationships. The relationships formed practical candidates for the system
architecture where the details and more specific problems could be iterated
towards a better insight. With a confident high-level model of the logic, the
theoretical system functionalities were easier to be prepared for practice-based

experiments with a sample target hardware.

In contrary to the previous phase, the experiments through implementation were
conducted from target-oriented and detailed pieces towards larger collective

functionalities. In other words, from bottom to top to identify inconveniencies in
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the architecture earlier. The inconveniencies refer to actual errors rather than
places for optimization, as the latter would be done preferably after the system
works on all required levels to proof the concept. Yet, potential improvements

were documented for further development as they were discovered.

Other benéefits of the practical target-oriented experiments for the design were
related to the identification of possible limitations and common factors of the
target. The information streamlined the architectural design by binding together
functionalities whose affiliations could be managed by logically meaningful

system entities.

Although, several hardware could have been potential for the experimentation,
an NXP LPCXpresso evaluation board with an LPC1549 MCU, based on ARM
Cortex-M3 processor, was chosen for practical experimentation. The evaluation
board provided many properties and functionalities which seemed suitable for
experimenting with both the core- and auxiliary DSU functionalities. Therefore,
they would enable possibility for comprehensive testing throughout and after the
experimentation phase. Also, the vendor provided extensive development tools
and documentation. For other practical matters, the author’s existing experience
with the hardware and tools provide advantage to the design and

experimentation process.

4.1 Architecture

To begin with a problem of conducting software based DSU on an embedded
system, an initial and intuitive approach was to introduce an intermediary
program underlaying the user defined firmware. An external entity was
obviously required for transmitting the update data as the system was intended
for remote- and peripheral applications. Therefore, similarly to other existing
distributed systems, a client-server model was chosen for representing the
relationship of the two entities. However, a dedicated model had to be designed
for the client to meet the requirements for flexible applicability. The next client

chapter will introduce the respective design process.



33

The system design began with an in-depth exploration of the client to identify
and prioritize relevant functional problems that could be potential blockers for
further work. Throughout the exploration, the server-side’s design was gradually
prepared to adapt to the choices made for the client. Especially to the updating
method. Eventually, the identified interoperable requirements were outlined into

notes for a DSU draft specification.

The later design of the client resulted in a requirement for the server-side to
processing the firmware updates into a specific patch format. It was considered
more convenient to manage the processing as an independent problem, outside
the maintenance control. Therefore, an entity for a DSU patch generator was
identified. Its operation was deemed as an extended software build phase,
requiring more computationally capable hardware resources than the server or

client.

A consideration for modularizing the update server, similarly to the approach of
Felser et al., resulted in a decision of separating the patch generator into a

dedicated remote entity. Fundamentally, the server could be deployed closer or
embedded into a network of clients instead of the remote development host the

patch generator would have to reside on.

The architecture recognized entities for a client composition of an abstract DSU
logic bound to a variable target, a server for controlling the maintenance, and a
patch generator for preparing the update data. Each of them operates on their

respective deployment environmental level.

4.2 Client

Due to the functional requirements, the design had to consider varying targets
having unpredictable hardware configurations and usage. It might not be
possible or ideal to design a universal client software that could apply to all of

them. Although, target specific standards for some central functionalities could
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streamline the design. The problem was approached by separating it into two

individually manageable modules and to promote their configurability.

The main problem boiled down in organizing the client components in a way
that allows independent targets to conveniently adopt the DSU software and on
the other hand, the DSU system to utilize the target hardware and application
programming interface (API) for its operations. Both had to support module-wise
shareable configurations, as different targets and applications might have
requirements for specific hardware configurations or peripheral usage. The
configurability posed various non-functional requirements for the design, some

of which could not be readily disclosed or were subject to change.

Experiments with practical trials resulted in a dynamically defined client concept
where the DSU functionality utilizes target hardware through a software
interface which the target modules are expected to implement. This way a
monolithic client is formed by including an implemented target module of
interest as a submodule with a specified namespace into the DSU client
hierarchy. The interface and configurations were designed to be exchanged
between the modules by including cross-references to specified header file

paths.

This decision can potentially limit the backwards compatibility of further
structural changes to the client architecture. For now, it provides a manageable
method but requires a clear specification which must be strictly followed by both
modules. Hence, a target module can not only be expected to implement the
interface, but it is also required to establish a specific file structure and fixed
namespace for exposed configuration headers to comply with the inclusion

scheme.

Although the modules could be considered mutually opaque to each other due
to the abstraction intended by the DSU interface, some hardware-specific
configurations were found to be required by the update algorithms prior to
compilation. Such configuration of initially detached modules was discovered

being easiest to achieve by coupling C-programming language preprocessor
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definitions with the fixed inclusion scheme. The decision to relying heavily on
compile-time configurations and preprocessor validation rather than usage of
shared memory resulted in a smaller binary footprint and possibility for
specifiable compile-time validations. Due to the structure being subject to such

specifics, its scheme indicates a non-functional requirement.

Implementation-wise, the module development could benefit from separate
version history, as the number of potential target implementations is not
constant, nor immutable. The separation of the client module source
repositories did not result in inconveniencies when implementing a new target

as the developer can exclude the DSU-specific parts prior to release.

4.2.1 Updater

As the work revolved around the idea of conducting DSU for an MCU firmware,
the actual method was the first problem to gain attention. To begin with it, an
initial and intuitive approach was to introduce an intermediary program
underlaying the user defined firmware. The functionality would utilize the

existing flash IAP- and inter-device communication capabilities of a target.

The approach was iterated before the comprehensive research on the existing
DSU methods, and no specific ones were considered for the algorithm.
However, the context and intended usage with target research provided a
practical scope for the theoretical exploration. For finding a functional method,
update- and system safety along with performance were not concerned, as they
can be addressed once the method can be deemed conceivable. Only the
firmware data on flash memory was taken in account, leaving also stack

management as a separate problem.

First candidate considered swap buffer for switching between firmware
versions, also enabling further possibility for performing automatic firmware
recovery offline. Also, the flash operations could have been managed

consistently during execution context switches, similarly to operating system
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processing. However, it would have likely consumed flash space for at least two
full binary image versions. Therefore, it would have required impractical amount
of flash memory to be reserved, limiting the applicable size of the initially small

user firmware space.

Flash reconstruction emerged as an alternative method. It could potentially
utilize the update data more efficiently resource-wise as less data would be
required to be received and buffered. The method was based on a concept of
utilizing the already present data by reading it in a specific order into a page-
sized write buffer on stack which is then modified according to the changes in

the new version of the firmware before being rewritten back.

The sample target provided synergetic properties to it as the flash supported
relatively small erase- and write operations, which could be conducted a single
page of 256 bytes at a time. Evidently, small-granularity updates can result in
smaller input buffer requirements. In some updates the property can also
become beneficial in reducing the number of required flash operations when
compared to the effort required for cycling a full firmware image. On the
contrary, small, or fragmented flash erasures and writes can naturally result in
increased overhead caused by the reconstruction algorithm and input handling.
Therefore, the algorithm could potentially benefit from a configurable update

granularity, although strict target-specific flash limitations would apply.

The flash reconstruction method was researched by visually experimenting with
the modeled logic on a Microsoft Excel spreadsheet. The steps and required
components for the algorithm were identified by working out backwards multiple
iterations of various states of a visually represented flash reconstruction. Three
mandatory change operations under several update data related conditions
were identified. They consist of performing byte-level substitutions, removals,
and insertions for the flash in a specific order and operating direction. The
condition definitions play a significant role in preventing the yet unreconstructed

flash pages from being overwritten.
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To mitigate information lost during flash reconstruction the change operations
were discovered to require a specific order and processing direction starting
either from the low or the high end of the affected firmware pages. The direction
of reconstruction must respond to the resulting overall byte shift of the
completely updated data, which can happen when information is being removed
or inserted. Under certain conditions, all changes could not be conducted during
a single write buffer’s read-write cycle. The evident algorithm overhead of costly
heuristic runtime data analysis for finding the appropriate operations had to be
reduced. It was decided to be managed with specific update instructions in the
update data, which could be generated on a more computationally capable

patch generation host.

Therefore, the update data was ideal to be specified in a format to be usable by
the other system entities. The data format went through multiple iterations of
theoretical and practical exploration. It settled in a two-part structure consisting
of a header and a payload. A dedicated header was considered convenient for
the task by providing the functional information in fixed byte fields for integrity
verification, intention validation, data pointers, and selecting a proper behavior
for the maintenance. The payload would only include the binary changes in a

form of update instructions and the actual byte data.

An equally important part of a fully functional DSU is to also update the stack to
ensure consistent resumption of the execution through state transformation.
There was fundamentally no problem if the firmware’s main function or earlier
stacked data, relative to current execution, was not modified. In the opposite
case the stack would have required updating as well. This problem seemed to
be a limiting factor, blocking the design until a possibility of already utilized

reconstruction was considered again.

The required information could possibly be extracted from the compiled data
during the patch generation process by identifying the known stack
manipulating patterns in the binary instructions. Speculatively, stack
reconstruction could provide a flexible but relatively slow method. The most
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cumbersome problem was to adopt a mechanism for gaining insight of the
currently stacked data reliably and without excessive interference to the user
firmware development. So far, the methods for doing so during runtime, without
a debugger, were found being limited to analyzing the CPU registers. The lack
of knowing the taken paths of the execution could break the reconstruction’s
consistency quickly upon branching, as that information might not be tracked

indefinitely in a feasible manner.

Perhaps, an internal finite state machine for tracking execution paths could be
utilized by the reconstructor for deciding a suitable starting point from the stack.
Yet, a type of update safety with such methods could not be reliably estimated
as the update information can essentially be considered a non-deterministic
input. On the other hand, the afterwards researched update points could
provide reliability to some extent, as demonstrated by the existing DSU
methods, but they might require additional expertise from the user and interfere
intrusively with the firmware development. Therefore, while being important
aspect of the system, the complex problem had to be excluded from the

experiments due to its un-estimable research time requirements.

4.2.2 Process

Once the update method was theoretically eligible, the client design was
continued by considering the overall update process on a high-level. The target
research drew guidelines for the required steps and order. Experimentations
with the individual mechanisms for 10, execution interruption, and resumption
after completed update resulted in a natural set of individually manageable
steps. They consisted of communication, execution interrupts, input processing,

and resumption.

To initiate a maintenance session with the client, it naturally requires an external
request sent by the server. The system would not benefit from an extensive
communications protocol but rather a compact set of rules to describe behavior

according to the received data at certain states of execution. Easiest model for
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it was a finite state machine whose states included normal firmware execution,

maintenance session, and a generic fault state.

Upon receiving data from the server, the client enters an interrupt service
routine caused by an interrupt from its configured two-way 10 interface. The raw
input must be handled by writing it into a read buffer. For each input, the routine
checks if enough bytes were received for them being processed further. Once
positively evaluated, a blocking communications routine would be executed,
otherwise the execution would return to the user firmware. The communications
routine would have to verify the input data for integrity and then evaluate the
intention of the header. With a specification- and state-wise valid header and
payload, the requested maintenance operation could be acknowledged back to

the server and proceeded.

Successfully initiated sessions would have to change a communication state
accordingly if they were relevant for further communications. Such cases
include multi-part updates which would disruptively affect to the flash content’s
consistency. They would affect to more bytes than what could be managed by a
single flash reconstruction cycle. As it was designed for managing the changes
at a write buffer granularity, the most safe, yet acceptable, method ensuring
correct resumption was to halt the firmware execution until all data was

successfully updated.

Upon successfully completed maintenance, other resumption modes were
found practical besides resuming the user firmware, such as maintaining the
halted execution or performing a software reset. Also, hardware power
management was considered useful, although it likely requires a dedicated
hardware support, which naturally could not be subject to non-functional
requirements. To expand the thought, a reserved mode for invoking a user
defined action was specified instead. Therefore, the resumption method would
depend on the information of the conducted maintenance operation. Hence, the

resumption mode was designed to be explicitly included in the header.
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Without a disclosed stack updating method, the lacking capability would limit the
updater to only expecting rather rudimentary changes excluding any reference
to code that could affect the already stacked data. Otherwise, a dedicated
phase for updating the execution state, a state transformer, would be required
for updating the stack memory and possibly corresponding CPU registers as

well.

For maintaining responsiveness in an event of failure, the execution was
designed to be handed over to the communication process to inform the server
about the system’s status. It allows the client to expect an update session for a
recovering firmware version. However, in such case, the execution state could
end up being unknown, thus requiring the firmware being exchanged fully and
execution to be restarted. Ideally, communication- or update related errors
would be best handled by simply replying to the server with a resend request.
This behavior indicates that the |0 must support and be able to initiate two-way
communication. It led to a description of a non-functional requirement for the 10
capabilities and to a specific format being designed for the returned data,
including acknowledgements and error codes. Natural format for both replies

was to define them in a form of return code for representing the client status.

4.2.3 Target

The target module’s design introduced a few non-functional requirements for
interfacing the DSU functionalities. They reflect to the decisions made for the
DSU process, which expect some specific architectural-, flash programming-,
and |O-related properties from the target. The intention was to maintain the

hardware adaptable by the party who implements the target module.

As discussed earlier, configurability of individual target resources was identified
being practical for providing flexibility to the user firmware development.
However, it could not be considered a requirement for the target module if the
DSU interface could be implemented sufficiently. The information of the

selected peripheral interfaces, their possible configurations, data verification
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method, and the memory limits, however, are essential to the server and patch

generation.

The server-side modules were considered being responsible for maintaining the
information related to their operability. For minimizing static data on the
deployed client, its configurations were designed to ideally be shared prior to
compilation. Not only did it make the multi-module client building convenient,
but also made it possible to configure the server and patch generator builds at
the same time. Although considering flexibility, some applications could benefit
from the information being preserved on the client for later access in case client
configurations shall be identified. The matter was left open to be specified as a

configurable future feature.

For complying with the specified digital byte-level communications, the target
must be able to dedicate a peripheral IO device with configurable interrupt
handling, and to declare a method for performing data verification for input and
output. The latter was required to ensure data integrity during communication to
address pathological bitflip patterns, that could be characteristic to the system’s

deployment environment.

While most of the resource configurations can be considered opaque to updater
logic, exceptions would be those functionalities which can have an off-board
alternative to be implemented by other DSU modules. Such would be the case
for a user-defined data verification method if the target did not provide a
dedicated hardware for it. A decision was made to leave the method generally
specified and require the DSU interface to manage it abstractly. However, the
method with its configuration remained necessary information to be shared

between the client and the server.

For various target resources being externally referenceable by the DSU
interface, such as devices interrupt handlers and peripheral devices, the ARM
Common Microcontroller Software Interface Standard namespace was
considered practical. Yet, experiments on a generic method for aliasing vendor
specific namespace with the module configuration scheme was found possible.
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Although, the introduced complexity could lay the software interface’s
implementation more open to errors, it could promote flexibility further if both

methods were being configurable.

The IAP usage was found posing restrictions which apply to both the client and
the firmware update building process. The deployed DSU client with the
included target APl would naturally exist at the lower addresses of the flash
memory. Despite the resulting size of the DSU client, the IAP operations likely
affect to the user firmware placement. Such was the case with the explored
target device. In addition to a required RAM offset and stack usage reservation,
it required the first flash sector to be left un-erased because the IAP functions
would be called from there [20, pp. 554-555]. This implied that the compiled
firmware update must not be expected to start from its default flash address, but
it was required to be linked to a specific flash offset to mitigate erroneous object

references.

The requirements for the linking also resulted in a realization of the firmware
having to correctly reference the client’s already present target API. A firmware
providing the targe API redundantly did not seem ideal and was not explored
further to verify whether it was practical alternative. In general, the requirements

for the compiled obiject file linkage remained undisclosed.

During any interrupt service routine, the system must prevent further
application- or communication interrupts from occurring to maintain operational
consistency. Another fatal risk in addition to such inconsistencies are
incomplete CPU operations during full-word memory transactions, as pointed by
Ganssle [26, p. 325]. Although, the targeted ARM Cortex-M3 processors can
operate with 4-byte data encoding and alignment, their Thumb instruction set
architecture and Thumb-2 enhancement can utilize variable length encoding
[88]. According to Ganssle, for certain 4-byte instructions the CPU can require
two cycles during which enabled interrupts can fatally corrupt the incomplete

memory transaction. Hence, the target must be expected to implement the
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DSU-related interrupts with appropriate priority and to disable further interrupt

generations upon the DSU process to mitigate these problems.

Considering the use cases, only three mandatory resumption modes were
identified, but fourth was considered optional. Them being, firmware
resumption, maintaining the halted execution, firmware restart and a reserved
user-defined mode, such as for the client’'s power management. For the first, if
the next executed program address would remain unchanged, a function call
with standard C semantics was found being sufficient. Otherwise, if the stack
was updated, an explicitly instructed jump into an updated position with
accordingly manipulated CPU registers was speculated. Various methods for
conducting the jump were researched, but not experimented with due to the

lack of a proven state transformer method.

Software restarts, either directly or after a full user firmware exchange, could
also utilize a function call to a fixed firmware restart address. This would be in
addition to clearing the related stack entries and updating CPU registers
accordingly. Although, the targets might provide built-in functionality for full

software restart, it was not deemed worthy for a dedicated requirement.

4.3 Server and patch generation

Design for the server-side modules including the server and patch generator
entities were left undisclosed due to limited resources for conducting sufficient
research and exploration. However, fundamentals and various aspects were
identified from the client’s requirements through deduction. Some of them had

to be considered further before being able to continue with the client design.

The fundamental idea of the server was to act as an interface to one or more
clients and to provide an automatic update dispatching service. It was designed
to be responsible for maintaining client-related end-to-end communications,
configurations, build options, and version history of the deployed firmware.

Generally, it can be considered as a function which would consume
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maintenance options, and the patch data if it was provided, as an input and
produce formatted byte stream as output. The formatting was designed to be
responsible for header formation, along with the verification checksum

generation.

A decision was made to leave the communications protocols, medium and their
security unaddressed and open for user implementations. It might result in a
trade-off between DSU coverage over the embedded system and the hardware
requirements. Also, it was not found necessary for the interface to be bi-
directionally active, although, unexpected error messages would be ideal to be

responded to. Such as, with an automated recovery update.

Various configurations for the server-side model emerged as different use
cases were considered. An operating environment for buffering and dispatching
the update data does not have to reside on conventional host. In some systems,
such as vehicle and control environments, it could be feasible for the service to

be hosted within the target for controlling other subsystems locally.

In such case, the server-side model should also establish a separated entity for
maintaining the information required by the patch generator on development
host. Due to the potential placement choices, the server would be required to
support modular implementations for the possibly separated entities. In any
configuration, the most important aspect was identified to be the adoption of a
user-defined communications medium. Remote connections might not always
be wired, such as for OTA systems. Depending on the applied module
placement, the communication can require additional hardware or software,
which may not necessarily be covered by the DSU. The exact model for
defining the server components remained subject to architectural changes,
which required further research.

The patch generation was designed to be operated as an individual program on
a development host. The operation for forming the patches from binary

differences requires at least the latest deployed version as a reference, which is
why the version history must be maintained. The practical storage model for the
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information was considered being best left user definable if the binary format

was explicitly specified.

The firmware binaries were expected to go through a conventional firmware
build process without unnecessary interference of the patch generator, the
binary differentiation could be considered a post-process operation. Hence, the
resulting patches were considered being subject to changes to the firmware
build options and toolchain version. Such changes could result in update failure
or unknown client behaviour as the reconstruction algorithms would expect a
specific composition of the new bytes, bit- and alignment-wise. To mitigate the
problem, a firmware update would be expected to be tested on a twin DSU
target system before dispatching to ensure its consistent semantics and

behaviour.

Generally, the workflow from update development to its deployment was
identified to include a few distinct phases. A development phase for
implementing the application changes in a firmware source code and building it
into a binary image. It would be continued by a patch generation phase, after
which the application changes and patch data would ideally be tested on a twin
target system. The testing would naturally require a setup of the production
server and a twin client. Once verified, a maintenance phase with the patch
data can be initiated with the production client to begin an update according to

specified communications protocol.

With the reasoned fundamentals and general design, many aspects remained
undisclosed or required further research before being able to be explored
further in practice. Such variety of approaches also resulted in various details

which were not feasible to be described only on a general level.

5 Conclusion

This chapter represents the deductions of the compiled information which was

gained throughout the work. It will orderly conclude the central achievements
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and take aways of the embedded DSU research, its general resolution,
challenges, and further thoughts, along with retrospective reflection about the

experienced insights.

The work was based on a research question for finding an applicable method
for conducting a dynamic firmware update on an embedded system. The
approach for solving the question was projected in an objective for designing

such dynamic update method within a scope of embedded system firmware.

Actions for the objective consisted of three main phases. First, prior to
researching, an initial hypothesis for the dynamic firmware updating on an
embedded system was established to give chance for novelty through intuitive
and unbiased thinking. It was followed by current state analysis in a form of a
progressive literature review on the DSU field of research to identify topic-
specific theoretical and technical information. The results were used to refine
the initial hypothesis and research methodology. Also, finding any existing
works was considered beneficial for establishing a comparative evaluation for
this work against a known reference. In the final phase, all the information was
used in an experimental exploration for finding a DSU method defined in the

objective.

The research and experimental exploration resulted in many miscellaneous and
unrepresented collection of notes, bibliography, and development artifacts being
produced, of which the latter included work for testing and solving the design-

related algorithm-, architectural-, inter-module information transfer problems.

As a conclusive result, the essential aspects and theory of a dynamic firmware
update on an embedded system could be deemed sufficiently identified to the
extent where the research question can be answered. Although, future
amendments regarding evaluation of the requirements fulfillment and practical
implementation were left still pending. On a logical yet theoretical level, the
researched design suggests plausible approach to conducting dynamic

firmware updating on an embedded system.
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As concluded in the current state analysis, the specific subject of applying DSU

methods on embedded system firmware it is rather unrepresented in its field of

research, if at all. At the time of writing, designing such DSU system for a rather
uncharted application domain resulted in gaining promoting insight, which can

be leveraged by further works to draw consensus on its feasibility.

Valuable knowledge was also gained in other parts of the work, and not only on
the research question’s topic but on meta level as well. The selected research
methods appeared effective for managing and solving the kind of unforeseeable
issues encountered in the work. Also, requirements for working on the topic
were comprehensively identified and noted in a way that can aid developing the

academic institution’s contribution and supervision for further works on the field.

Originally, the research question projected a two-fold objective for the
theoretical design and its demonstrative implementation for evaluating the
resulting feasibility against the research question. However, as the research
advanced further and practical explorations were involved in the methodology,
the growth of beforehand unknown complexity resulted in explosively increasing
time requirements for the work. Therefore, the objectives had to be adjusted to

match a more feasible scope of a bachelor’s thesis.

The change resulted in the state transfer method’s design being left for future
work, which was perhaps the most time consuming, but important, part of the
updater. Due to the available scope, walkthroughs of some core functionality
designs were best being normalized to make them match the general level of
reporting and structural consistency. Architecturally, the DSU system’s server-
side had to be limited to a rather superficial design stating only the generally

deductible aspects.

Also, the user firmware was not distinctively discussed in the design due to the
lack of a working implementation. Only few aspects of the limitations and
capabilities could be deducted or speculated from the client and patch
generation designs, leaving further analysis on an unreliable premise. Hence,
the overall impact of the unexpected complexity affected the design process
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and reporting dramatically as many important or resulting topics and artifacts

had to be limited or excluded.

With hindsight, it can be concluded that the work’s requirements were too vast
to fit in the ideal scope of a thesis of this level. Perhaps just designing and
implementing individual parts of the update system would have been efficiency-
wise more feasible to produce more technically dense results. Although, it could
be speculated whether the scope or objective should have been limited more
extensively immediately when the first indications of research uncertainties

were confronted.

Despite the adversities, the work can be consistently continued. For evaluating
the proposed DSU design and its practical functionality, it would require a
measurable implementation, which preferably was based on a complete design.
Therefore, solving the state transfer method would be crucial to make the
implementation more practical by increasing the system’s update case
coverage to match intended and realistic use. Hence, next steps would bring
the design to a state where the implementation could be conducted.
Continuation for achieving the researched dynamic firmware update system on

an embedded system is desirable.

Overall, the work laid a valuable basis for its continuation to solve the remaining
issues regarding the system components and their operating methods, which
are required for initiating the implementation. So far, all the identified aspects of
a dynamic firmware update on an embedded system together with the
explorations orientated the design’s potential use cases towards practical real-
life fields which hinted demand for such functionality. During the research and
design, improvements in subsystem updating of various vehicle applications
was found having an emerging discussion, especially in automotive industry

articles.

Although, the originally considered main target of sensor systems or networks
of them have seemingly settled on robust and existing operating system based
DSU mechanisms, could they speculatively improve further with a lower-level
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application management. Also, DSU methods could be re-purpose for flash
memory wear levelling in embedded software development. On the other hand,
predictions for the work’s practical utilizations at this point are merely hopeful
speculations until a complete implementation can be prepared for further

testing.
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