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The aim of the study was to create a prototype ETL system to be used to develop the
reporting capabilities for THS, specifically on one product. THS is a Japanese
technology company specialising in eye health applications and devices. The study
was done for Topcon Healthcare Solutions EMEA, which is THS’s subsidiary based
in Finland. The product the study focuses on is Harmony RS, which is a data
management platform for eye health clinics.

The prototype was created in such a way that it took into consideration the design
principles of data intensive applications. These principles are discussed in detail also
as to how they relate to the software itself. The prototype was written in Python and
packaged as a Docker container, designed to act as a microservice. All the
technologies used in the study are introduced and explained hereby.

At the beginning of the study there were interviews and meetings held to map out the
current state of data gathering and analytics for the Harmony RS product and to get
the requirements for the study. The architecture of the system is explained before
moving on to presenting the prototype produced.
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Tama tyo tehtiin Topcon Healthcare Solutions EMEAN toimesta. Tyon
tarkoituksena oli suunnitella ja kehittaa raportointi jarjestelma prototyyppi jota
voidaan kayttaa proof-of-concept sovelluksena. Topcon Healthcare on
japaninamerikkalainen terveysteknologian yritys joka erikoistuu
silmaterveydenhuoltoon ja kehittavat laitteita ja ohjelmistoa alan tarkoitukseen.
Topcon Healthcare solutions EMEA kehittaa ohjelmistoa joka keskittyy
tiedonhallintaan ja tiedon integrointiin. Ohjelmisto johon tama tyé kohdistuu on
Harmony RS joka on tiedonhallinta ohjelma suunnattu silmaterveydenhuolto
palvelijoille. Tyo pohjustetaan esittamalla ETL ja terveydenhuollon alan
konsepteja ja teknologioita joita kaytetaan tyossa. Tasta siirrytaan esittelemaan
ETL tyon vaatimus keraily metodeja ja siihen liittyvat haastattelut. Tyossa myos
esitetaan data intensiivisen sovelluksen suunnitteluperiaatteita ja siihen liittyvat
kasitteet jotka sitten yhdistetaan prototyypin suunnitellun.

Ennen prototyypin esittamista, systeemi arkkitehtuuri kaydaan lapi ja naytetaan
miten arkkitehtuuri muuttui tyon aikana seka miten nykyinen arkkitehtuuri syntyi.

Avainsanat: ETL, DICOM, PACS, Python, Panda
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List of Abbreviations

PACS:

ETL:

DICOM:

BlI:

MDR:

THS:

DW:

DBMS:

OLTP:

OLAP:

Picture Archiving and Communications System. A medical image

storage system which follows the DICOM data standard.

Extract, Transform, Load. A data processing method which is used

often in the data warehousing industry.

Digital Imaging and Communications in Medicine. A data standard in

the medical imaging industry.

Business intelligence. The use of information to make business

decisions.

Medical Device Regulation. Is the European regulation that governs

all devices and software that are defined as medical devices.

Topcon Healthcare Solutions. A medical software company based in

Finland.

Data warehouse. A centralized data storage system, containing data

that the organization has collected.

Database management system. Software for maintaining, querying,

and updating data and metadata in a database.

Online Transaction Processing. Is a type of data processing which
focuses on write statements. An example of this is online store

databases.

Online Analytical Processing. Is a type of data processing which
focuses on read statements. An example of this type of processing

is Data warehouses



SSH:

SFTP:

VPN:

Al:

laC:

DevOps:

Secure Shell Protocol is a secure networking protocol designed to

provide secure communication in unsecure networks.

Secure File Transfer Protocol is a networking protocol meant for

transferring files across a encrypted network.

Virtual Private Network. A network tool to host a private network on

a public network.

Internet Protocol. A common networking protocol used for the World-
Wide-Web.

Artificial Intelligence, a term used for algorithms that can make

decisions based on information given to it.

Infrastructure as a Code, a type of software that offers easy

configurable templates for setting up infrastructure

DevOps is a intersect of software development and operations. ltis
a discipline in professionals often work specializing in deployment

and maintenance of a product.



1 Introduction

In a world evermore revolving around data, the data driven business strategy is
becoming more and more essential for businesses to make smart decisions. To
make the decisions a business needs good quality, timely data gathered from
their organization and products. Businesses use the data collected from their
business to optimize processes, assess their strategies and design their
product. The data gathered from a business is often stored in a system called a
data warehouse. Data warehouses are storage systems that are used for
analytics, usually in the form of a relational databases. This information is used
in what is called business intelligence, which refers to using the data gathered
from the business to make decisions and gain insight into how the business or
market works. This all accumulates to a larger picture of a data-driven business
strategy which in essence means the utilization of data to make decisions for a

business.

This thesis was done as part of a need for Topcon Healthcare Solutions EMEA
(THS) to have a more structured approach to gathering data from their systems
and leveraging the data for business decisions to provide value for customers.
To understand the company’s requirements and needs for this prototype, semi-
structured interviews were held with several key-personnel who had knowledge
on the product and customer needs. In the interviews the focal point was
understanding not only the requirements needed for the prototype but also the
overall goal of the strategy. The main partner within THS was the product
management department. The product management department saw the need
internally and for the customers to utilize the data they could gather from the
product. They wanted to have data gathered from the application in a structured
manner for them to make data driven product decisions and steer the product in
the direction of the user behaviour. The prototype presented in this thesis is to
serve as a proof-of-concept service that could be deployed with a THS software
called Harmony RS. THS is a medical software company specializing in the
eyecare industry. THS has a software suite focusing on data management and

telehealth integrations for eye healthcare providers. The company started as



KIDE systems in Oulu in 2015, where they developed the earlier iteration of
Harmony RS called Optoflow. Topcon, which is a leading company in the eye
care sector bought KIDE systems in 2018. The product this thesis focuses on is
Harmony RS. Harmony is a data management platform for eyecare providers,
the main functionality of the software is to provide a vendor-neutral image
viewing and examination workflow. THS also has several other product

offerings focusing on eye health and telemedicine.

2 Concepts and Technologies

The data engineering industry has a large array of work methodologies and
technologies that are used in the creation of data and analytics projects. There
is no one shoe fits all solution to the problems faced in the industry, and each
solution has its own strength and weaknesses. The healthcare industry follows
strict standards and protocols because of the nature of the data and the
potentially life critical systems they are attributed to. In this chapter the

methods and technologies used in the study are introduced.

2.1 Harmony RS

Clinics often have many different devices in their practice, which are often from
different vendors. This can result in a clunky workflow for the clinics’ operation.
A clinic might have many systems doing the same thing, viewing and storing
images. These device systems might store data on the images and the patients
they belong to, creating redundant data and a difficult workflow to view and
manage. Harmony RS aims to solve this. Harmony RS is a data management
and communication platform developed by Topcon Healthcare Solutions EMEA.
It is a vendor-neutral solution that brings all device manufacturer imaging and
measuring devices to one place. It does this by using their proprietary
integration software that integrates data from imaging devices to the DICOM
format. The devices once integrated have a seamless viewing workflow from
the device to the Harmony viewer. Harmony also helps clinics’ workflow by

giving them a communication platform where users can send examinations to



each other and give referrals or second opinions. Figure 1 illustrates a simplified

service architecture of Harmony. Several devices, one platform, where the user

can run view, communicate and run analysis on the images captured from the

devices.
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Figure 1. Service architecture of Harmony. Different medical devices above and

services under.

This one-stop-shop approach creates the ingredients for a highly efficient and

standardized clinical workflow for eyecare clinics. The platform is a web-based

application, accessible via browser, making it easy to manage amongst an

organization. The integration platform works on the DICOM communication

protocol, the devices send to a DICOM server as in any other DICOM

communication workflow. Harmony also gives the opportunity to integrate 3™

party Al tools for automated diagnostics. THS has customers globally, but the

biggest customers are currently in Europe, United Kingdom and the United



States. Customers represent private and public healthcare in their respective
countries and range from large hospital departments to family-owned optician

stores alike.

2.2 ETL/ELT

ETL or ELT is a process used in data engineering, the initials stand for Extract,
Transform and Load. The letters can be interchanged depending on what
approach is taken in the system. The process started to gain popularity in the
70’s when enterprise database systems were becoming more commonplace. It
started off as a simple process of delivering data to enterprise data warehouses
for integration and analytics, such systems were always relational database
systems. As the name implies, the process handles the extraction of the data
from a source system, where the data is not readily ingestible, then the
transformation of the data into a format that can be analysed — and loading said
data into a target system. ETL has been the forerunner and the more popular
approach for decades but faces some issues in the modern big data arena.
That is why ELT has gained some popularity in the last decade, as its approach
is more agile and fitting for applications with the 3 V’s of big data; Volume,
Velocity and Variety. ETL also faces scalability issues in the face of big data
solutions in which ELT does not, because ELT is more often cloud native and
transformative target systems can be scaled arbitrarily. ETL does, however, win
in the aspects of being a cleaner and more maintainable system. It fits better for
solutions that do not have massive data flows and can be updated less
frequently [1, 2]. The ETL/ELT process is the cornerstone of any data gathering
or analytics project, as the data must be gathered and changed according to the

needs of the analytics before it can be used.

To sum up the steps in the ELT/ETL process:

e The extraction step gathers data in raw format from a source(s). The

source can be for example a database, website or flat-files.



e Transform is the process of changing the data according to its
requirements.
e Loading to the target system, the target system can be a csv, flat-file

or database for example.

Loading and extracting data is a simple concept to grasp, but transformation is
a broader concept. Transformation can mean anything related to changing the
data to a different format than it was originally. Data is transformed for a variety
of reasons, such as; integrating to a different system, gaining insight from the
data or removing unwanted data. A data transformation in practice could be
something as simple as averaging certain values, or it can be more complicated

like running a function on the data and integrating it to a different data model.

2.2.1 Data Warehouse and Dimensional Modelling

Ralph Kimball, who is known as the father of data warehousing and dimensional

modelling says the following about the definition of a data warehouse:

“A data warehouse is a system that extracts, cleans, conforms, and
delivers source data into a dimensional data store and then
supports and implements querying and analysis for the purpose of
decision making.” [3]

The data warehouse is a database system that adheres to the Online analytical
processing (OLAP) principle of database design. Online analytical processing is
the relative to the traditional OLTP, Online transaction processing database
(OLTP). They serve different needs, OLTP being a transactional database, is
generally used in service systems. As the name implies, it handles transactions,
a good example of this is a retail store’s database. There are users doing
actions on a service, equalling to a transaction on the database such as adding,
updating or deleting a transaction of a product. The OLTP is hence a database
that is focused on writing data on a database. The OLAP approach was made
to answer analytical needs, where the users were not interacting with a service
but with the actual data in the system. This often requires large queries, and in

highly normalized OLTP database systems this might require many joins across



tables, resulting in very slow queries. Dimensional modelling is a type of OLAP
database, modelling this way optimizes queries in a database for large
datasets, but in turn would be a poor way to run a transactional service.
Dimensional modelling takes a different approach to modelling the data
warehouse, versus a relational OLTP warehouse which focuses on
relationships and cardinality. Dimensional modelling aims to capture data in
events and model the relationships of an event through a fact and dimension

table [3]. The dimensional model schema can be seen in Figure 2 below.

Time Dimension Product Dimension
Order ID Product ID
Order Date Product Name
Year Product Categon
Quarter Unit Price
Month
SALES
Product ID
Order ID
Customer ID
Employer ID
[ota
Quantity
' _ Discount Emp Dimension
Customer Dimension
tan Emp ID
. X Emp Name
CUSION Title
o Department
(: ’ Region

Figure 2. Star schema, a type of dimensional model.

The fact table lays in the middle and holds information on a certain event and
the dimension holds the information on the attributes of the event. An example

of an event could be a purchase transaction as seen in Figure 2. The fact table



captures the Total amount of currency, the quantity of product, possible
discounts to be accounted. The Product Dimension is attached via Foreign key,
which gives details on the product with the given ProductID that was registered
in the transaction event. This model allows for an optimized way for querying

data because it does not require many joins, as the relationships are not nested

3].

2.2.2 Data Pipelines and Workflows

A data pipeline is any automated data process. The data pipelines dealt with here
are ETL data pipelines, but data pipelines do not have to be just ETL. A data
pipeline is usually a series of tasks done to gather, transform, deliver, monitor or
delete a set of data. Another trait that describes a data pipeline is that it is
composed of components that are reproducible and can be used across a system
[4]. A data workflow is a loose term used in different pipeline orchestration
systems to describe the steps taken in a data platform. There are different names
for this same term, such as data flow used in Azure Data Factory and data
workflow which is used in the likes of Informatica Powercenter, which are both
commercial ETL tools. In the context of the present study, the data workflow

refers to the main.py, which orchestrates the logic of the overall data system.

2.3 DICOM Standard and PACS

Digital Imaging and Communications in Medicine is a data communication and
storage standard for medical imaging. The standard dictates what kind of
metadata there needs to be when archiving medical images, it also dictates how
communication happens between systems and how the data transfer happens.
DICOM is relevant in the scope of this thesis because Harmony RS runs on this
data format. The integrations done on the devices regardless of the output is
done so it can be converted to a DICOM file with appropriate metadata. DICOM
files have metadata attached to them in the form of tags and values. The tags
represent different types of data relating to the patient and the examination of

the medical image, along with other relevant data [5].



Picture Archiving and Communications System (PACS), is a technology based
on the DICOM format. It is an archiving system that holds the DICOM metadata
for each image. In the context of this thesis the PACS system is a 3rd party
software, alongside a database. The PACS system holds the data from the
DICOM files that have been sent to Harmony. This is one of the data sources
used here. This database holds information on e.g., the types of examinations

that are done in an organization, the volume of studies, patient demographics

[6].

2.4 SQL/MariaDB

SQL is a scripting language that is used to query data from a relational-database,
which in this case is MariaDB. MariaDB is an open-source fork of MySQL, the
most popular SQL database language. MariaDB and MySQL are almost identical
in syntax and functionality but have slight differences in capability such as in-built
functions. The purpose of SQL is to have a human-readable interface for
interacting with relational data. The difference of SQL with other common coding
languages is that it is non-procedural. This means that what is scripted and how
it is processed is not in control of the author. The underlying database engine is
what decides how an SQL statement is broken-down and executed across a
dataset [7, 8].

2.5 Python Libraries

Python is a general-purpose programming language used often in data related
applications and processing. It has been popularized through its vast data
science libraries and mathematical prowess amongst the programming
languages. Python was chosen as the language for this project because of its
versatility and community supported open-source software libraries, such as
pandas. Pandas is a Python library for data science, it is extremely popular for
all types of data solutions. One of the biggest benefits of the pandas library is
the pandas Dataframe which is a two-dimensional array that can store column,

value type information, such as relational database queries. The dataframe



allows for easy transformation and processing of data with the pandas vast
library of functions specialized for data science. The pandas dataframe is
essentially a multidimensional array that holds the indexes, headers, metadata
and values in its array. Pandas can convert almost any structured or semi-

structucred data into a dataframe [9].

Paramiko is a Python library that allows for SSHv2 functionality in the Python
code. It includes all the basic SSH commands for remote control and file
transfer. SSH is a networking protocol that allows for secure connection. In the
context of this work, it was used for remote connection and SFTP, secure file
transfer, which is a secure file transfer protocol based on SSH. The pymysql
library was also used for connecting to the database and executing the query.

Pymysql is a Python MySQL database connector. [10, 11].

2.6 Docker and Microservice Architecture

Docker is a virtualization tool that utilizes containerization. Unlike traditional
virtualization where the physical computer hardware is allocated to the
virtualization, Docker virtualizes on the operating system level. Virtualization on
this level is often referred to as a container. This lightweight virtualization has
revolutionized the software industry. Containers offer a logical and physical
separation of software in the application; this is often called a microservice. In
the microservice architecture a user can run services separated from the actual
server operating system and have them communicate amongst each other. This
allows for an agile way for testing and deploying software. Docker has become
extremely popular in recent years because of its ability to scale, maintain and
deploy software. A good way to understand Docker is to compare it to virtual
machines, because they are easier to grasp. Figure 3 shows the components of

virtual machines and Docker [12].
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Figure 3. Container vs. Virtual machines

A virtual machine will create a separate operating system environment and take
up a physical space on the disk, allocated to the new machine. Docker works in
a similar way but it does not virtualize an operating system. The level of
abstraction that the container offers is what truly gives it the revolutionary effect
it has had.

In the scope of the present study, Docker containerization was made using a
Dockerfile. The Dockerfile in all simplicity is an instruction manual on how to
build a container. The Dockerfile is useful because it automates the build
process of the Docker image and makes the container more deployable and
scalable. The Dockerfile is a manifest for the Docker’s build command, which is
the command that is run to create a Docker image. The Docker image is a

snhapshot of a container, a description of its state [13].

2.7 DockerHub

The DockerHub that is open to everyone is a repository of Docker images. It
has common images such as a Python3.x images, MongoDB, Jenkins, etc. This

means that it can pull ready designed images via internet, the developer does
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not have to design and implement them. Processes that usually take several
steps to implement have been simplified in this way to take only one. This is
done by building a container on Docker and pointing it to an image in the open
DockerHub repository, s done here with Python3.8. DockerHub is also used in a
private domain, meaning companies can setup private repositories for their own
images. The ability to pull images from the repository greatly increases the
simplicity and scalability of the application. When new iterations of the
application need to be deployed, organizations can simply update the image in
the repository making available for everyone in the team. DockerHub images
can be updated via the Docker command line by logging into a DockerHub

repository and or pushing the image to said repository [14].

2.8 Ansible

Ansible is an automation engine that can automate processes and configuration
on servers using a service architecture of Infrastructure as Code (1aC). It is
used to orchestrate and automate environments where there are many servers
and services. It can help map and understand the relationships and processes
in an IT infrastructure, hence making maintaining a large IT infrastructure
simpler. Ansible works on SSH and is made possible via “Ansible nodes”, which
are deployable scripts that can orchestrate and configure servers. In the context
of the present study, it is widely used in THS and is the current working

standard for server maintenance in the use of Harmony RS [15].

2.9 Kubernetes

Kubernetes is open-source container orchestration software used for deploying,
scheduling, scaling, and maintaining multi-container applications. It was
originally authored by Google. Kubernetes runs on a master-slave architecture,
this means that every Kubernetes instance needs at least one master node that
controls the slave nodes. Kubernetes has several components and roles that
are a part of the architecture. Figure 4 shows an image of the architecture along

with the related components of a Kubernetes cluster.
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Figure 4. Kubernetes cluster architecture.

The “control plane” which controls the state of the Kubernetes environment —
also known as a Kubernetes cluster, monitors and controls the slave nodes.
The slave node is called a node, it can be a physical machine or a virtualized
environment that runs on Linux. Each node runs a Kubernetes node agent — a
kubelet, which is in charge of making sure the containers running on a pod are
healthy and running. Each node is assigned pods, which is the smallest level of
component, they represent one or more containers grouped into a deployable
object [12, 16]. Kubernetes has an integration with DockerHub, it is able to pull

images from there and deploy them as pods.

3 Gathering Requirements for Data Systems

Requirements gathering for data systems is perhaps the most important part of
the design process. Gathering requirements from non-technical people requires
expertise in the business-domain that the system is being built in on top of the
technical knowledge. This expertise is extracted from key personnel through
interviews and the data is modelled based on the information gathered in the

interviews. All data warehouse methods include understanding a certain
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business process and getting the correct granularity of the process. How the
data is gathered and how it is modelled differs. It is often challenging bridging
the gap between technical and non-technical people. SQL, or dimensional
modelling mean very little to a business or marketing specialist. Because of this
gap, there are many methods created to ease and normalize the requirements
gathering process. Requirements gathering is an ongoing process throughout
the lifecycle of the data warehouse project and the business requirements affect
all dimensions of the data warehouse project [3, 17 p.63-64]. To successfully
get a well-rounded understanding of an ETL systems requirements, there are
ten topics according to Ralph Kimball that need to be addressed and focused
on. These ten topics are Business needs, compliance, data quality, security,
data integration, data latency, archiving and lineage, business Intelligence

delivery interfaces, available skills and legacy licences [3].

3.1 Interview Methods for Data Requirements

Several semi-structured interviews were held in the process of the study. The
initial interviews consisted of getting a general idea of the current state of data
gathering and needs that the company has. Getting a holistic view of the
company is important in order to find the pressure points the business has, this
helps find the most essential data needs the users have. The second round of
interviews was held to further understand the specific data needs in the product
management department. There were also unstructured conversation regarding
the requirements of the prototype with the systems team, which consists of

Linux and DevOps professionals.

The most important aspect of getting the correct data, comes from specifying a
business process to the correct granularity. In most cases the data gathering
from a technical point of view is almost always done in SQL or SQL like
languages. This means that if the business question is not understood properly
the subsequent SQL script maybe written wrong and the change process for it

can be tedious once in production. Hence, there are many methodologies for
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regulating and normalizing the design of the questions. This is often done in
graphical means by trying to get into a specific business process and its related
data. The questions are usually directed towards business or operative
personnel who are very familiar with the process, hence the questions are kept
non-technical formulated in such a way that it can be translated to a data model.
This is for example done in the BEAM agile modelling method. The interviewer
tries to find an event, by questions such as “who does what?”, relating to a
certain process. Once an event is found to adequate detail, the interviewer puts
the data into a Business Event Analysis and Modelling (BEAM) table, where the
semantics of the question is standardized and modelled into a dimensional

manner [18].

3.2 Interview Results

The interviews gave insight into the need of the prototype and the data strategy
vision that the management wished for the future. THS wants to transition from
an ad-hoc data gathering strategy to a structured and scheduled strategy that
can be utilized in the product and for the company. The main users initially for
the prototype would be in-house and partners of THS but down the line the
vision is to also serve analytics services for the customers. It became evident
that there was a growing need for such a solution, with larger customers coming
on board the product and the growing volume of data that was being held. The
larger customers had amassed significant amounts of data waiting to be

utilized.

Unfortunately, the information for the technical requirements of the prototype
and the exact type of data was not sufficient to draw conclusions. There is an
obvious need for the system and the users know that there is data to be utilized,
what exact data and what data can be derived from the existing infrastructure is
not clear, as of yet. The approach taken was to extract some sample data so
that the users could get a better understanding of what an ETL system could

possibly provide for them. It was decided that sample data be extracted from
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the system so that THS could then decide what kind of information they would

want to extract from Harmony and how it should be utilized.

4 Design Choices

Healthcare companies and their applications are becoming more data intensive
due to the growing volume and velocity of health data. When creating an
application that relies heavily on ingesting data there are several common
design practices and cautions to keep in mind. This chapter goes through
several key concepts that were used in the design of the system. The following
concepts are commonplace in all software design but get extra emphasis in

data intensive applications.

4.1 Reliability, Maintainability, Scalability

Reliability is especially important in data systems because data is relied on
when making decisions. If there is have faulty data, it can lead to a cascading
effect where actions are taken based on faulty data, creating a problem that
would not otherwise exist. This is especially important when taking into
consideration the scope of the prototype here, dealing with medical data, and
the users are making decisions based on this data for medical systems and
practices. Reliability in software terms refers to an attribute in software where a
program does what it is supposed to do — does so continually and continues to
do what it is supposed to do in the face of software or hardware problems [19 p.
6-10]. As the definition shows, reliability is a broad concept in the scope of
software. Software can have reliability by having fault tolerance, meaning; the
ability to correct and withstand faulty inputs. Reliability can be achieved also by
having high availability, for example in service failures, having several back up
nodes, as is done with the Kubernetes deployment architecture. It can also
have reliability in the physical sense of catastrophic failure, where reliability is

increased by having physical back-ups of servers and or data.
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Maintainability is an attribute in software that refers to the ease of use of the
software for stakeholders that work with it. According to Martin Kleppman there
are 3 ways to look at maintainability [19 p. 18-22]. Operability, simplicity and

evolvability.

1. Operability refers to the ability of the software to be operated once it is
running and in production. What this means in practice is that the

software is easy to monitor, log for issues and well documented.

2. Simplicity refers to the software’s ability to manage complexity. This can
mean for instance having code written in a simple manner, with good

descriptive functions, variables and abstractions.

3. Evolvability is a software trait that refers to a software’s ability to adapt to
change. Change can come to software’s requirements via many

avenues, such as business, technical, legal issues and needs.

Maintainability can be something as simple as keeping code complexity low,
having good abstractions of classes and objects, descriptive names for

variables and function and having good logging methods for troubleshooting.

Lastly, the attribute of scalability in software. Scalability refers to the ability to
adapt to growth. In the context of data applications this usually refers to
increased load sizes. Load in the context of scalability can be described via a
load parameter, this parameter gives numerical value to the load of the system.
The load parameter is determined by the architecture of the system in hand, in
some cases a load parameter can be the number of requests a server receives
per minute, or the amount of writes in a database per second. Once this
parameter is established one can start to consider how to scale the application.
Scaling an application usually comes to question when the performance starts
to suffer at new load amounts. Performance can also be seen through the lens
of certain performance parameters such as, the response time to the client after
a request, or how quickly a dataset of certain size can be written. Scalability in

essence is the ability of the application to adapt to these parameters by adding
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or removing resources to cope with loads and optimizing performance. Scaling
up and scaling out are different approaches to scaling, which mean to either
add more resources to a computer (scaling up) or adding more computers
(scaling out) [19 p. 10-18].

4.2 Security

Information and system security has become a major concern in the IT industry
considering the year-by-year growth in cyberattacks and cost of security
breaches to companies, an estimated average of 4.24 million dollars per breach
with the highest being in healthcare — 9.23 million dollars [20, 21]. Also on a
more industry level the European healthcare industry has been hit by major
cyberattacks with the 2020 Vastaamo cyberattack and the 2021 HSE Ireland
ransomware attack [22, 23]. Cybercrime and cyberattacks are a growing
concern in the healthcare industry because of the rapid increase in attacks
during the COVID-19 pandemic. Cybercriminals have used the uncertainty of
the situation and remote work to their advantage as stated in a 2020 Interpol
cybercrime report [24]. The healthcare industry is already behind other
industries in security matters because of dated technologies and processes that

are often difficult to change — also adding the tight funding in the public sector.

In a heavily regulated environment such as healthcare, security takes an even
larger role in the design of a product than traditionally. The right to privacy is a
fundamental human-right and not much else is as private as a person’s health.
The European Union has regulated and specified how privacy should be
protected in healthcare systems through regulation such as Medical Device
Regulation (MDR) and the General Data Protection Regulation (GDPR). The
MDR lays out quite clearly the minimum requirements and considerations

needed when creating medical software. As stated in the MDR:

“For devices that incorporate software or for software that are
devices in themselves, the software shall be developed and
manufactured in accordance with the state of the art taking into
account the principles of development life cycle, risk management,
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including information security, verification and validation.” [Annex |
section 17.2 (MDR)]

As the prototype here deals in the realm of medical and personal data, the
security of the data should be kept in mind. It must be emphasized that the
prototype is not medical device software, however, it is relevant to the
development and the design considerations. Taking the security point-of-view is

also important from a compliance aspect as mentioned earlier in Chapter 3.

5 System Architecture

The Harmony RS application runs on many different environments representing
different types of customers. Such as enterprise, which are larger tailored
environments and smaller customers which share a multitenant environment.
Generally speaking, the enterprise customers have separate networks which
they run on, some even have their own VPN. The multitenant environments are
all under the same VPN, sharing the same network but do not communicate or
have access to each other. The servers are generally running on the Debian
Linux operating system and the cloud environments are hosted on different

cloud vendor sites, such as IBM cloud, AliBaba Cloud.

5.1 Initial Architecture

The architecture of the prototype was initially designed to be a centralized
server which would run a Python ETL script that retrieved data from the
customer servers via SSH tunnelling. The script would gain access to the server
via SSH using a key and executing a SQL query in the local database. The
query result would then be stored in a pandas Dataframe and stored in a csv file
on the centralized server. The centralized service would run traditional batch-
processing for each environment and be the master scheduler. During the
review with the DevOps architect, he pointed to the potential security concerns
of having a one-to-many architecture — If the server were to be compromised it
would affect all the servers that share the SSH keys. Figure 5 shows the initial

system architecture.
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Figure 5. Initial system architecture One-to-Many

Such large security concerns could not be ignored if the prototype were to be a
viable proof-of-concept, also because of aforementioned importance of security
in the healthcare industry. The system architecture had to be planned and

designed again with the system security taken into consideration.

5.2 Re-iterated Architecture

The re-iterated architecture tackles the security issue by reversing the
relationship to a many-to-one. This was done by taking a microservice approach
to the ETL system. The microservice architecture allows to deploy the ETL
system to the Harmony RS environment as a service, where it runs the
scheduled Python scripts on the environment and sends the data to the
centralized server. With such an architecture, even if a server were
compromised, it would not compromise other servers via the ETL application.
The plan for the architecture came from the fact that the DevOps team were
already widely using Ansible for server monitoring and maintenance. THS has
also expressed long term plans to use Docker and Kubernetes in the Harmony
RS application architecture. The decision to use a Dockerfile came naturally as

it could be used immediately with the Ansible architecture via a deployment
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script and scheduling with Linux — or by Kubernetes as a Docker image from a
THS private DockerHub Repository. In Figure 6 there is an architecture diagram
showing the different interaction between the systems and their significance in

the ETL process.

ANSIBLE
Harmony RS
Centralized %% test server

ETL system

ST EXTRACT
LOAD -
"Tal’get" <—SSH/SFTP¥ .===. ' ‘\

TRANSFORM

&
&
Q

% -«— Image retrieval —»

Kubernetes DockerHub

Figure 6. Architecture of current system with possible deployment avenues

The prototype does not have a running Ansible or Kubernetes deployment
solution. The diagram in Figure 6 is to show how the relationship it would have
to the Docker container. As can be seen, the container is deployed on the
Harmony RS server as a separate entity, to illustrate the logical separation a
microservice has from the host system. The container interacts with the host
system via connecting and extracting data from its database. Then the
container connects to the centralized system via SSH and SFTP to Load the
data to the target. In the centralized server, transformations can be made on the

loaded data.
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6 Prototype

The prototype was created to be a proof of concept for THS to see a potential
data gathering solution to be deployed on the Harmony RS systems. This
chapter goes through how the prototype works and gives a walkthrough of the
code, explains why certain decisions were made and how they relate to the
design concepts discussed earlier. The prototype code has some parts
redacted for security reasons, they can be identified by the text, “redacted”. The
way that the application is written is that the directory structure of the application
is all in one directory, as to make it as simple as possible. Reliability was taken
into consideration in creating the prototype by using system prints, Python
print() function, to walk through the system log on what part of the workflow, and
part of the function the error arises. This is not the ideal way to log the
progression of a program, but it offers a simple way to give the user information
on the progression of the pipeline and it can be seen in the syslog on Linux for
troubleshooting. The progression of the workflow and the pipelines have system

prints for all stages of the process.

6.1 Testing Environment

For creating the prototype two Linux machines were given, both running on
Debian. One of them was the centralized server which is the server where the
data would go to, also known as the target system in the ETL process. It was an
empty server to begin with, only having the necessary Debian installations and
THS security and organizational configurations. Python and Pandas were
installed on it, for doing data transformations. The other server was a Harmony
RS server meant explicitly for the testing of the Docker service. This server had
all the same configurations a Harmony RS instance would have in
testing/production environments. This included the Harmony application and its
related databases. There was a network tunnel built between the two servers,
having a different network interface than its IP address. This was done because

the servers were in different data centres. They were however under the same
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VPN. This ad-hoc internet configuration caused some connectivity issues

between the two servers and the SSH/SFTP link difficult to test at times.

6.2 Packaging and Deployment

To make the application both scalable and deployable the application was built
on Docker to be a containerized application. Docker succeeds in this objective
as it makes packaging the application extremely easy by creating a logical
separation of the host system. A Dockerfile was used to create the image, the
base image was pulled from DockerHub. As seen in Code example 1 below the

FROM instruction pulls the Python3.8 image.

#Dockerfile for Docker-Test environment
FROM python:3.8

Code example 1. Pulling Python 3.8 image from DockerHub.

This makes the reliability of the container good, because the image is
maintained and updated for bugs by pulling the latest stable version of 3.8, this
reduces the work for users of the system by not having to manually update the

Python version. This is done every time the image is built.

The ETL Python scripts are then added to the image by using the ADD
instruction. This instruction tells the build command to add the files to be a part
of the image. The scripts must be on the computer one wishes to build image
on, as the dot parameter after the name refers to the path of the script as seen

below in Code example 2.

#Add pipeline files
ADD usage pipeline.py .
ADD main.py .
#Dependency list

COPY requirements.txt .

Code example 2. Adding and copying files using Dockerfile.

In this case, all the code and configuration files are in the same directory. The
COPY instruction essentially does the same thing as ADD, the COPY
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instruction was used because it is used in the Dockerfile best practices
documentation [18]. The file requirements.txt has the Python dependencies
listed and it is used in the Python package manager (pip) command. Using the -
r parameter allows for an install via .txt file. The RUN instruction tells the Docker

build command to run the bash command in the container.

Environment variables were added to the image as to make the deployment of
new ETL systems simple and maintainable, using the environment variables
one can change the target directory, host details and user details dynamically.
Environment variables can be set for the image as seen below in Code example
3.

ENV redacted var="redacted"

Code example 3. Setting an environment variable in the Dockerfile.

The environment variables set the grounds for making new pipelines and
deploying to new environments. If a user would make a new ETL deployment,
they could add the information of the target system and the credentials of the
databases for that environment and have it ready as is. The directory structure

for the target system is also set in the environment variables.

The final line runs a CMD instruction, this is what is known as an entry point,
this specifies how the container starts once it is built. As seen in Code example

4, the entry point is set to the bash command:

#Run main
CMD [ "python", "./main.py" ]

Code example 4. Entrypoint command

This means that once the Docker container starts running it starts the main.py
script. When building the image the user must run the Docker build command

as below (Code example 5):
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docker build --network="host" -t docker-image .

Code example 5. Docker build command mapped to host network and with tag.

This command builds the image specified by the Dockerfile with the name — or
in container lingo, the tag, docker-image. The tag of a container must be all
lowercase and the parameter -t specifies the tag. It is very important that the
user, at least in the THS environment, set the build network parameter to equal
host. This makes the build process use the host network interface when
connecting to outside sources for libraries and images. Without it the network is
blocked, and it will fail in the build process. Once the image is built, it is in the

local container repository, it can be seen using the command:

docker images

This will list all local images on the machine. To run the image, the user must
run the Docker run command, it works on the same principle regarding the
network mapping. This command will run the image, or in other words, it will

create the container as specified by the image description (Code example 6).

docker run --rm --network host docker-image .

Code example 6. Command to run the container based on the image.

To summarize the instructions of the Dockerfile, one would have to:

o Specify the image that it will be built on (Python3.8)

o Copy the files in the same directory as the Dockerfile to the image
o Run the pip installation according to the list in the requirements.txt
o Define environment variables for the container

o Define the entry point command

The Dockerfile acts as a kind of master configuration file. In the Dockerfile one

can add new Python scripts for new pipelines, change the environment
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variables to fit the environment it will be deployed on and define the behaviour

of the container.

6.3 ETL Scripts

For the ETL there is have Python code running with the pandas, pymysql and
Paramiko libraries. The ETL scripts have been written to be generic, as to be
deployed with the Dockerfile’s environment variables. This is done by having all
the values that may change across environments as environment variables that
are set in the Dockerfile. The ETL was written into a function form that is then

imported and called via the main.py script (see Appendix 3).

6.3.1 Workflow Logic

The main.py script is the workflow and logic of the ETL. It runs on a very simple
logic, either an ETL job has run completely resulting in returning a 1, or it does
not run resulting in a 0. In the case of returning a 0 the entire ETL workflow is
aborted, and the name of the pipeline that resulted in failure is printed. Each
data pipeline is run to completion and run concurrently. The entire logic is
encapsulated in a while loop that ends only in the case of a break caused by a
pipeline failure — or at the end of the workflow where the loop is ended by
setting the statement to be true. The pipelines are executed by importing the
functions from the script files via the from/import command. This method makes
the reliability of the system good, as the pipelines either run or they do not, also
information on which pipeline has failed is received. It however performs weakly
with fault-tolerance, as there is none. This method also makes creating a new
pipeline to the workflow very simple, a user can copy the other lines of if

statements and replace the values.
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6.3.2 Pipeline Scripts

Reliability was also added by printing the pymysql.err.InternalError exception
when it is raised in the database connection. Fault tolerance was added by
creating the iterative connection retry loop for when there is poor internet
connectivity or other connection issues. Making the pipelines run as a Boolean
function creates an all or nothing functionality in the pipeline, if the pipeline does
not run completely, it will not return a 1 and the workflow will not continue. This

creates reliability in the system in the sense that it will not run If there are faulty

The data pipelines were written in a functional manner to be used in the logic of
the workflow. The function captures the entire ETL process and returns a binary
value according to the outcome. This section goes through the general structure
of the data pipeline. In the ETL function the environment variables set in the
Dockerfile is used. The environment variables are pulled from the container
runtime data, via the in-built Python os module. This module can pull an

environment variable via the function (Code example 7):

os.envrion[ ‘var name’]

Code example 7. How the python os module pulls the environment variable.

This function returns the value of the environment variable set in the operating
system, if the variable exists. This function is used to pull the environment

variables set in the Dockerfile (Code example 8).
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#add pipeline directory
pipeline dir = 'device usage/'
working dir = os.environ['environment dir'] + pipeline dir
#Create file name, add date to filename if wanted
today = date.today()
file date = today.strftime ("%b-%d-%Y")
filename = 'device usage ' + file date + '.csv'
#Target directory
target = working dir + filename

Code example 8. Creating the variables for the device usage pipeline.

The variable pipeline_dir describes the target folder and is set for each pipeline.
This and the environment_dir variable set in the Dockerfile compose the
working directory of the pipeline on the target system. Finally, adding the
filename to the working directory gives the target. The file name can have
dynamic date string added, if the data benefits from a time series. This is done
using date function from the in-built Python datetime module. The same is done
to the connection variables set in the Dockerfile. The variables for the

host/target connection and database connection are set the same way.

The database connection is done using a try-except clause, this means that the
code within the try clause will execute. If the code in the try clause outputs an

error it will go to the except clause, see Code example 9.

try:
print ('Establishing connection...')
conn = pymysgl.connect (
host = localhost,
user=db_username,
password=db pword,
database=db name,
port=3306
)
except pymysqgl.err.InternalError as e:
print (f"Error connecting to MariaDB Platform: {e}")
return 0O

Example code 9. Database connection.

This piece of code sets the database connection to the variable conn, using the
pymysql.connect function. The function needs information on the host, user,

password, database name and port, to establish a connection. In the case that
a connection is not established, the pymysql.err.InternalError log is printed, and

the pipeline function returns a 0. Ending the pipeline and the workflow. Once the



28

database connection is established, the pandas.read_sq_query function is used
to store the result into a pandas dataframe. After the query is read and stored in

the dataframe, the connection is closed, see Code example 10.

df result = pd.read sql query(query, conn)
print ('Dataframe read')

conn.close ()

print ('DB connection closed')

Example code 10. Storing the query result into a dataframe and closing the
database connection.

Once the result is stored and connection is closed, Paramiko is used for a SSH
connection the target server. The SSH object is created and host key policy is
added as automatic, otherwise once the SSH connection prompts about the
certification the code will get stuck on the prompt. To make the connection
reliable a loop was created to try to connect to the target server, as many times
as the user defines the max_retries variables to, seen below in Code example
11.

ssh = paramiko.SSHClient ()
ssh.set missing host key policy(paramiko.AutoAddPolicy())

max_ retries=3

retry=0

#Connect to host 3 times before failing
while True:

try:
ssh.connect (hostname = ssh host, username = ssh username,
password= ssh password, port=22, timeout=30)
break
except IOError:
retry+=1

print ('Trying to connect again in 5 seconds')
time.sleep (5)
if retry > max retries:

return 0

)

Example code 11. SSH connection and retry loop.

In the test cases done, the max_retries was set to 3. Also, to increase the
reliability of the connection the timeout was set to 30 seconds. The loop
encapsulates a try-except clause similar to the database connection. In the
case of a failed connection the except clause prints and informs the user that

the connection was not successful, sleeps 5 seconds — and if the max_retries
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has not been reached, tries to connect again. If the max_retries has been met,

the ETL function will return a 0. Ending the pipeline and the workflow.

Once a secure connection has been established the Paramiko SSH connection
object created earlier is used to create a SFTP connection object. A similar try
except clause is used again to dynamically create the working directory of the

pipeline as seen below in Code example 12.

#if directory not exist, create directory
try:
sftp.chdir (working dir) # see if path exists
except IOError:
sftp.mkdir (working dir) # make directory
sftp.chdir (working dir) # move to new directory

Code example 12. Creating working directory if not exists.

The sftp object supports basic directory SSH remote directory operations, in this
case the code tries to change directory to the working_dir set earlier. If it returns
an error, a directory is created and then changed to working_dir. This makes
the automation and scalability better for creating new pipelines, as the users do
not need to interact with the target server to add new pipelines, new directory
structures are created on the go with new pipelines. Once the directory has
been created or successfully changed to the working directory, the SFTP object

is used to open the target file creating the sftp.open object. (Code example 13)

#O0pen file, create if not exist

sftp con = sftp.open(target, 'w+', buffer)

sftp con.write(df result.to csv(index=False, header=True))
sftp con.close()

ssh.close ()

#Pipeline has run

return 1

Code example 13. opening or creating the target file and writing the dataframe
to it. Then closing and returning the function.

The target variable set in the beginning of the pipeline is used, if the filename is
static this function opens the file with the same name. If the filename is not
static or it does not exist in the directory, the open function creates the file with

access rights. The write function of the sftp.open object is used with the pandas



30

dataframe to csv function to write into the file. The csv file is created without an
index and with headers. Once the file has been written, the ETL comes to a
close, the SFTP link is closed alongside the SSH remote connection. This
brings the function to an end and the only successful outcome returns a 1

activating the next pipeline in the workflow if there is one.

The ETL scripts were written as to be as generic as possible so that the user
could take example and add new ETL pipelines by copying the old ones and
simply adding in the working directory of the pipeline, giving the name of the file
that the pipeline will produce and adding the query that the pipeline executes.

Everything else is set in the Dockerfile.

6.3.3 Transformation

A conclusion was never made in the interviews done in the beginning of the
design of the prototype, as to what kind of data was wanted from an ETL
system. For this reason, transforming data was not the main goal of the
prototype. However, an example was created as to show what could be done
and how a transformation could be used in the ETL system. Below (Code
example 14) is a piece of transformation code done on data gathered by the

station_name.py pipeline.
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import glob
import pandas as pd

#Set recursive data path, find all files under data path that match pattern.
dir = '/home/kide/prototype/data/**/station name*.csv'

#target directory
target = '/home/kide/prototype/data/transformations/merges/station names/'

#store files names

file list = [1 for 1 in glob.iglob(dir, recursive = True)]

#combine all files in the list

combined csv = pd.concat ([pd.read csv(f) for f in file list 1])

#export to csv

combined csv.to csv( target + "combined csv.csv", index=False, header=True,
encoding="'utf-8-sig'

Code example 14. Merge transformation of station name pipeline.

This transformation takes data from all working directories, which represent
environments, with the station_name pipeline. It creates a list of all the files that
exists and merges the data. This transformation shows how THS could gather
important generic data from many environments and consolidate the data to get
a holistic analysis of the product. This transformation is done on the target
server, once the raw data is already loaded, hence the approach taken here

could be concluded as working with the ELT approach.

6.3.4 Deployment

Deploying the ETL system can be done in two ways. As discussed earlier, THS
is currently using Ansible for server orchestration, while Dockerization and
Kubernetes of Harmony is still an ongoing project. This gives an approach for
deploying an ETL service as things stand now and how it could be deployed in
the future. The option of deploying with Ansible would require an administrator
to create a script that would upload the Python scripts and the environment-
based Dockerfile, and then build the image and run the container. To schedule

the ETL job it would require to create scheduling on the Linux server.

The better and more sophisticated way would be to upload the image for each
environment to the private THS DockerHub repository, where a Kubernetes

cluster could deploy the image as a pod. This would require that the Harmony
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environment be part of the Kubernetes cluster as a node. The cluster would
also oversee scheduling via the control panel and create automated builds of
the image on the node. The Kubernetes approach also helps with
maintainability, because Docker images can be committed and created in
DockerHub via the Docker command line. This would make version control and
adding/editing pipelines and images easy, which could then be deployed
automatically. This approach was planned to be tested but unfortunately

because of time constraints was not possible to execute.

7 Further Development/Conclusion

The purpose of the studywas to investigate the current status of data gathering
and analytics in the Topcon Healthcare Solutions EMEA. This was done by
having interviews with people who had the deepest knowledge of the needs of
analytics in the Harmony RS product. The method of gathering requirements for
data warehousing projects was introduced and offered as a way of
requirements engineering for the project. The results of the interviews gave
insight into the current status of the analytics and data gathering for Harmony
RS alongside the wishes and hopes for what it could be in the future. The
interviews did not yield concrete examples or requirements for the prototype
and neither the data model. The first iteration of the prototype was designed to
be a centralized server which gathered data from remote servers. This was
however, not seen as a viable solution as there were security concerns over the
one-to-many relationship. The prototype was revamped and designed to be
deployed as a microservice which gathered data from the host, then
transmitting the data to the centralized server, where data transformations could
be done. The process the prototype represents is an ELT type system and it

succeeds in completing this process.

The ELT solution needs a clear image on the type of data that is required from it
so that the users could create pipelines and transformations to deliver the data.
This will require technical and business cooperation to deeper understand the

data needs that the business department has from Harmony RS, while giving a
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realistic view on what is available from the database from a technical point of
view. An ETL solution is not complete without a data warehouse. To fully reap
the benefits of ETL it would be strongly recommended to create an OLTP
database which can ingest the .csv data created by the ETL solution. Once the
data is in a database system, integrating it with simple visualisation tools
becomes simple and lowers the bar for utilizing the data. The data warehouse
can be a MariaDB database on the centralized server that automatically reads a

certain directory.

The prototype has many aspects that can and must be addressed in order for it
to be considered a viable option for production use. An area that should be
improved is scheduling. Currently without a Kubernetes automated build
solution, the container will run once and stay idle. A way that this could be fixed
is adding an automated destroy parameter to the Docker run command
alongside a manual scheduling solution on the Linux server. Having a custom-
made solution for each server is not ideal as it is not very scalable and it would
be difficult to maintain across several environments. Therefore, the sooner it
could be implemented using DockerHub, Kubernetes and Docker, the better.
The pipelines have been written as a single function and called in the workflow
to run. This solution could be optimized further by functionalizing the
components of the ETL process rather than the entire process itself. For
example creating a connection function for the SSH and database connections
then calling it dynamically in the main.py. Creating a function for each query to
be called in the connection functions. This would make the code more
maintainable and modularized. Another interesting option that could be followed
is to rather than deploy entire ETL systems, deploy pipelines. The pipelines
could be packaged as deployable automated pods of which Kubernetes acts as
the scheduler and orchestrator of the ETL process. The security of the ETL
system is currently very poor and does not live up to modern security practises.
First and foremost, getting rid of the sensitive environment variables is an
obvious improvement that could be replaced via creating SSH keys and

referencing them in the Dockerfile.
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The study can serve as an example of an ETL system that can be deployed as
a microservice to systems where there are databases running on the host. In
particular, the study illustrates how a microservice ETL system could be
considered in a healthcare environment with many deployed environments. For
Topcon Healthcare this study sets the path forward for developing a data

gathering solution to implement for the Harmony RS product.
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Dockerfile

Code for the Dockerfile

python:3.8

no_data pipeline.py .

device usage pipeline.py .
station_names pipeline.py .
study description pipeline.py .
usage pipeline.py .

main.py .

requirements.txt .
environment_dir=/home/kide/prototype/data/docker-test/
host=redacted

username=redacted

password=redacted

redacted var="redacted"
redacted var="redacted"
redacted var="redacted"

pip install -r requirements.txt

[ "python", "./main.py" ]
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main.py

Code for the main.py

no_data pipeline import no_data pipeline

usage pipeline import usage pipeline

station _names pipeline import station names pipeline
device _usage pipeline import device_usage_pipeline
study description pipeline import study desc pipeline
diskspace pipeline import diskspace pipeline

end = 0
while end != 1:

pipeline 1 = no _data pipeline()

if pipeline 1 ==

pipeline_2 = usage_pipeline()

else:
print('Workflow interrupted by pipeline 1')
break

if pipeline 2 ==

pipeline 3 = station names pipeline()

else:
print('Workflow interrupted by pipeline 2")
break

if pipeline 3 ==

pipeline_4 = device_usage pipeline()

else:
print('Workflow interrupted by pipeline 3'")
break
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if pipeline 4
pipeline 5 = study desc pipeline()
else:

print('Workflow interrupted by pipeline 4")
break

if pipeline 5 ==

pipeline_6 = device_usage pipeline()
else:

print('Workflow interrupted by pipeline 5'")
break

if pipeline 6 == 1:

pipeline 7 = diskspace pipeline()

else:
print('Workflow interrupted by pipeline 5")
break




requirements.txt

Code for the requirements.txt file

#Requirements.txt

(ON]

pymysq|

pandas

paramiko

datetime

Appendix 3
1(1)
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device_usage_pipeline.py

Device usage pipeline code

no _data pipeline import no_data pipeline

usage pipeline import usage pipeline

station _names pipeline import station names pipeline
device_usage pipeline import device_usage_pipeline
study description pipeline import study desc pipeline
diskspace pipeline import diskspace pipeline

end = 0
while end != 1:

pipeline 1 = no _data pipeline()

if pipeline 1 ==

pipeline_2 = usage_pipeline()

else:
print('Workflow interrupted by pipeline 1')
break

if pipeline 2 ==

pipeline 3 = station names pipeline()

else:
print('Workflow interrupted by pipeline 2")
break

if pipeline 3 == 1:

pipeline_4 = device_usage pipeline()

else:
print('Workflow interrupted by pipeline 3'")
break
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if pipeline 4
pipeline 5 = study desc pipeline()
else:

print('Workflow interrupted by pipeline 4")
break

if pipeline 5 ==

pipeline_6 = device_usage pipeline()
else:

print('Workflow interrupted by pipeline 5'")
break

if pipeline 6 == 1:

pipeline 7 = diskspace pipeline()

else:
print('Workflow interrupted by pipeline 5")
break
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diskspace_pipeline.py

Diskspace pipeline code

import os

import pymysql

import pandas as pd
import paramiko

from datetime import date
import time

diskspace pipeline():

pipeline dir = 'diskspace/'
working dir = os.environ[ 'environment_dir'] + pipeline_dir

today = date.today()
file date = today.strftime("%b-%d-%Y")
filename = 'diskspace '

+ file date + '.csv

target = working_dir + filename

buffer 32768

ssh _host = os.environ[ ‘host"']
ssh_username = os.environ[ 'username’]
ssh_password = os.environ[ 'password’]
localhost = '127.0.0.1°

db_username = os.environ[ 'redacted_var']
db_pword = os.environ['redacted var']
db_name = os.environ[ 'redacted_var']

query =
SELECT
se.depart-
ment AS store_no, ROUND((SUM(fi.file size)/(1024*1024*1024)),2) AS disksp
ace_GB
FROM series se
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INNER JOIN instance im

ON im.series_fk = se.pk

INNER JOIN files fi

ON fi.instance_fk = im.pk GROUP BY se.department ORDER BY se.de-
partment;

print('Starting Diskspace pipeline')

try:
print('Establishing connection..."')
conn = pymysql.connect(
host = localhost,
user=db_username,
password=db_pword,
database=db_name,
port=3306
)
except pymysql.err.InternalError as e:
print(f"Error connecting to MariaDB Platform: {e}")
return 0

print('Mariadb connection works")

df result = pd.read_sql query(query, conn)
print('Dataframe read')

conn.close()

print('DB connection closed')

print('Establishing ssh connection')

ssh = paramiko.SSHClient()
ssh.set_missing host_key policy(paramiko.AutoAddPolicy())

max_retries=3
retry=0

while True:
try:
ssh.connect(host-
name = ssh_host, username = ssh _username, password= ssh_pass-
word, port=22, timeout=30)
break
except IOError:
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retry+=1
print('Trying to connect again in 5 seconds')
time.sleep(5)
if retry > max_retries:
return ©

print('opening SFTP')
sttp = ssh.open sftp()

try:
sftp.chdir(working_dir)

except IOError:
sftp.mkdir(working_dir)
sftp.chdir(working_dir)

print('sending data to target')

sftp _con = sftp.open(target, 'w+', buffer)

sttp _con.write(df result.to csv(index= , header=
sTtp _con.close()

ssh.close()

return 1
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station_names_pipeline.py

Station name pipeline code

import os

import pymysql

import pandas as pd
import paramiko

from datetime import date
import time

station names pipeline():

pipeline dir = 'station names/'
working dir = os.environ[ ‘'environment_dir'] + pipeline dir

today = date.today()
file date = today.strftime("%b-%d-%Y")
filename = ‘'station names ' + file date + '.csv'

target = working_dir + filename

buffer 32768

ssh _host = os.environ[ ‘host"']
ssh_username = os.environ[ 'username"’]
ssh_password = os.environ[ 'password’]
localhost = '127.0.0.1"

db_username = os.environ[ 'redacted_var']
db_pword = os.environ['redacted var']
db_name = os.environ[ 'redacted_var']

query =
SELECT DISTINCT(station_name) AS STATION_NAME, COUNT(*) FROM se-
ries GROUP BY STATION_NAME;
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print('Starting Station name pipeline')

try:
print('Establishing connection..."')
conn = pymysql.connect(
host = localhost,
user=db_username,
password=db_pword,
database=db_name,
port=3306
)
except pymysql.err.InternalError as e:
print(f"Error connecting to MariaDB Platform: {e}")
return 0

print('Mariadb connection works")

df result = pd.read_sql query(query, conn)
print('Dataframe read')

conn.close()

print('DB connection closed')

print('establishing ssh connection')

ssh = paramiko.SSHClient()
ssh.set_missing host_key policy(paramiko.AutoAddPolicy())

max_retries=3
retry=0

while True:
try:
ssh.connect(host-
name = ssh_host, username = ssh _username, password= ssh_pass-
word, port=22, timeout=30)
break
except IOError:
retry+=1
print('Trying to connect again in 5 seconds')
time.sleep(5)
if retry > max_retries:
return 0

print('opening SFTP')
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sftp = ssh.open_sftp()

try:
sftp.chdir(working_dir)

except IOError:
sftp.mkdir(working dir)
sftp.chdir(working_dir)

print('sending data to target')

sftp _con = sftp.open(target, 'w+', buffer)

sttp _con.write(df result.to csv(index= , header=
sTtp _con.close()

ssh.close()

return 1
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usage_pipeline.py

Usage pipeline code

import os

import pymysql

import pandas as pd
import paramiko

from datetime import date
import time

usage_pipeline():

pipeline dir = 'usage reports/'
working dir = os.environ[ ‘'environment_dir'] + pipeline dir

today = date.today()
file date = today.strftime("%b-%d-%Y")
filename = 'examinations_per_month.csv'

target = working_dir + filename

buffer 32768

ssh _host = os.environ[ ‘host"']
ssh_username = os.environ[ 'username"’]
ssh_password = os.environ[ 'password’]
localhost = '127.0.0.1"

db_username = os.environ[ 'redacted_var']
db_pword = os.environ['redacted var']
db_name = os.environ[ 'redacted_var']

query =
"SELECT DATE_FORMAT(STR_TO_DATE(CONCAT(YEAR(CREATED), '-
', MONTH(CREATED)), '%Y-%m'), '%b-%Y') AS Month,
COUNT(*) AS TotalExams FROM ORDERS WHERE OR-
DER_TYPE = 'STUDY' GROUP BY YEAR(CREATED), MONTH(CREATED);
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print('Starting examination usage pipeline')

try:
print('Establishing connection..."')
conn = pymysql.connect(
host = localhost,
user=db_username,
password=db_pword,
database=db_name,
port=3306
)
except pymysql.err.InternalError as e:
print(f"Error connecting to MariaDB Platform: {e}")
return 0

print('Mariadb connection works")

df result = pd.read_sql query(query, conn)
print('Dataframe read')

conn.close()

print('DB connection closed')

print('establishing ssh connection')

ssh = paramiko.SSHClient()
ssh.set_missing host_key policy(paramiko.AutoAddPolicy())

max_retries=3
retry=0

while
try:
ssh.connect(host-
name = ssh_host, username = ssh _username, password= ssh_pass-
word, port=22, timeout=30)
break
except IOError:
retry+=1
print('Trying to connect again in 5 seconds')
time.sleep(5)
if retry > max_retries:
return 0
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print('opening SFTP')
sttp = ssh.open sftp()

try:
sftp.chdir(working_dir)

except IOError:
sftp.mkdir(working_dir)
sftp.chdir(working_dir)

print('sending data to target')

sftp _con = sftp.open(target, 'w+', buffer)
sttp_con.write(df result.to csv(index= , header=
sTtp _con.close()

ssh.close()

return
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study_description.py

Study description pipeline code

import os

import pymysql

import pandas as pd
import paramiko

from datetime import date
import time

study desc pipeline():

pipeline dir = 'study descriptions/'
working dir = os.environ[ ‘'environment_dir'] + pipeline dir

today = date.today()
file date = today.strftime("%b-%d-%Y")
filename = 'study descriptions ' + file date + '.csv

target = working_dir + filename

buffer 32768

ssh _host = os.environ[ ‘host"']
ssh_username = os.environ[ 'username"’]
ssh_password = os.environ[ 'password’]
localhost = '127.0.0.1"

db_username = os.environ[ 'redacted_var']
db_pword = os.environ['redacted var']
db_name = os.environ[ 'redacted_var']

query =
SELECT DIS-
TINCT(study desc) AS STUDY_DESC, COUNT(*) FROM study GROUP BY STUDY_DESC;
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print('Starting Study description pipeline')

try:
print('Establishing connection..."')
conn = pymysql.connect(
host = localhost,
user=db_username,
password=db_pword,
database=db_name,
port=3306
)
except pymysql.err.InternalError as e:
print(f"Error connecting to MariaDB Platform
return 0

print('Mariadb connection works")

df result = pd.read_sql query(query, conn)
print('Dataframe read')

conn.close()

print('DB connection closed')

print('establishing ssh connection')

ssh = paramiko.SSHClient()
ssh.set_missing host_key policy(paramiko.AutoAddPolicy())

max_retries=3
retry=0

while True:
try:
ssh.connect(host-
name = ssh_host, username = ssh _username, password= ssh_pass-
word, port=22, timeout=30)
break
except IOError:
retry+=1
print('Trying to connect again in 5 seconds')
time.sleep(5)
if retry > max_retries:
return 0

print('opening SFTP')
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sftp = ssh.open_sftp()

try:
sftp.chdir(working_dir)

except IOError:
sftp.mkdir(working dir)
sftp.chdir(working_dir)

print('sending data to target')

sftp _con = sftp.open(target, 'w+', buffer)

sttp _con.write(df result.to csv(index= , header=
sTtp _con.close()

ssh.close()

return 1
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merge-transformation.py

The code for the merge transformation.

import glob
import pandas as pd

dir = '/home/kide/prototype/data/**/station_name*.csv'

target = '/home/kide/prototype/data/transformations/merges/sta-
tion names/'

file 1list = [i for i in glob.iglob(dir, recursive = )]

combined csv = pd.concat([pd.read csv(f) for f in file list ])

combined csv.to csv( target + "combined csv.csv", in-
dex= , header= , encoding="utf-8-sig')




