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1 THREAT INTELLIGENCE  

The world of cyber security is a constant battle between cyber criminals and cyber 

defenders. Knowing threat actors’ methods and next move is crucial for 

proactively tailoring defenses and pre-empting future attacks and breaches, which 

is why threat intelligence is crucial for every company in the digital world. 

With more services and data storage methods having turned completely digital, a 

cyber-attack stealing and even completely wiping all data can potentially result in 

devastating financial losses, stolen information (concerning both company and 

personnel info), damage to equipment and potentially company losing face and 

trust in the eyes of the public. Also having the company’s customer data 

compromised also causes mistrust and may also lead to further legal 

consequences and fines. In some cases, some smaller companies have even gone 

completely bankrupt, for they did not have appropriate data backups and 

permanently lost all information and data (Hashim, 2022, online). 

1.1 Wärtsilä  

Wärtsilä is a Finnish company focusing on innovative technologies and lifecycle 

solutions for the marine and energy markets. It emphasizes on sustainable 

technology to improve environmental and economic performance. Wärtsilä 

employs around 18000 people in 68 countries all over the world and had a net sale 

of 4,8 billion euros in 2021. Its head office is in Helsinki, Finland (Wärtsilä, 2022, 

online). 

1.2 Cyber Security in Wärtsilä   

Cyber security in Wärtsilä is branched among multiple teams focusing on different 

areas. All cyber-focused teams work together in similar tasks and even in same 

projects but have focus on different areas of operations (Figure 1). 
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Figure 1. Cyber security teams generalised. 

 

Security Operations Center (SOC) is a major part of Cyber Operations. Its purpose 

is to respond to cyber security incidents and to identify, analyze, isolate, remediate 

and report them. SOC is the main contact point for internal and external personnel 

to report if they believe an incident is going on (Wärtsilä, 2022, online). 

The asset protection teams focusing on information security and data protection 

aims to protect Wärtsilä’s information and assets by designing security and privacy 

implementations. They also evaluate and update policies and risks involving them. 

They guide all Wärtsilä’s employees on data protection, privacy and everybody’s 

responsibility within. They make sure the company’s data protection policies 

comply with GDPR within the Wärtsilä companies in EU. While the GDPR does not 

affect Wärtsilä companies outside the EU, these teams ensure the same policies 

are followed in these geographical areas, as well (Wärtsilä, 2022, online). 

The team working on security services focuses more on interacting with customers 

and products, both from marine and energy side. It provides centralized approach 
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to vulnerability management across Wärtsilä’s products and offers commercial 

cyber services to Wärtsilä’s customers (Wärtsilä, 2022, online). 

Engagement teams focus on first- and third-party risk management, policy 

compliance, cyber security training and cyber security strength assesments. Some 

teams and members also focus more on engaging with other teams and 

companies for collaboration on various projects and incidents (Wärtsilä, 2022, 

online). 

1.3 Gathering Threat Intelligence 

To be able to prevent compromise of important resources, threat intelligence 

must be gathered. Cyber threat intelligence (CTI) is generally formed in multiple 

ways, with the three most common being strategic, tactical and operational threat 

intelligence (Figure 2) (Correa, 2022, online). 

 

 

Figure 2. Different layers of threat intelligence. 
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Strategic threat intelligence (STI) is focused on the general threat landscape for an 

organization. To be able to focus on specific threats, a broader understanding of 

assets and risks along with attackers’ motives and capabilities must be assessed. 

STI focuses on figuring out who is a potential threat and why. The purpose of STI 

is to help non-technical, higher-level executives to understand the situation and 

impact of the current threat landscape and help them make decisions on policies 

and guidance. STI is mainly composed of open-source intelligence, such as news 

articles, blog posts, social media posts, comments and intelligence reports 

(Recorded Future, 2018, online). 

Operational threat intelligence (OTI) is more detailed on analyzing threats posed 

by threat actors and their methods. This requires people who have a deeper 

understanding of the operating environment and tools used in cyber operations 

and answers questions like how attacks occur and where.  The how helps 

understanding the tools and methods of attackers and the where relates to 

identifying where the incident would take place and preventing that. This 

information is mostly used by information technology (IT) service managers and 

SOC managers. OTI sources come also mainly from open sources1; them being 

malware analysis data, incident reports, attack group and campaign reports and 

human intelligence in the dark web (SOCRadar, 2021, online). 

Tactical threat intelligence (TTI) is specific knowledge on cyber-attacks and 

campaigns. TTI is real-time information utilized to help in responding to active 

threats and trying to figure out the threat actors’ next moves. This information can 

help organizations improve their security measures and answers the question of 

what is the current threat. TTI is mostly collected by infiltrating hacker chat groups 

and other, often private discussions within the dark web (SOCRadar, 2021, online). 

 

1 Open-source intelligence, also known as OSINT, is collecting and analysing data that is gathered 
from public sources, such as news, public websites, blogs, social media posts etc. 
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1.4 Thesis Objectives 

Much of threat intelligence online must be searched manually through countless 

number of sources online and each of the articles and posts have to be assessed 

and analyzed to evaluate if the information is valid and of use or not. Many cyber 

security experts spend a lot of their time weekly to go through their own sources 

and compile wanted information into a weekly newsletter, for example. 

The objective of this thesis project is to automate collecting OSINT and increase 

the speed at which the information can be acquired and processed with the help 

of Feedly, which is a news aggregation service. It will not replace the experts doing 

their job, but instead makes gathering information much faster and easier, 

granting more time for experts to focus on dealing with the other work related to 

dealing with cyber threats. The articles are also to be put in a dashboard in 

PowerBI, a reporting tool, which can then be embedded into other software and 

web pages. 



 11 

2 FEEDLY 

Feedly is a news aggregator released in 2008 and is currently the most popular 

RSS-reader with over 14 million users as of 2018 (Barrett, 2018, online). It 

incorporates an AI, Leo, that collects information based on the configured 

preferences from around the web into one place, be it a computer or a mobile 

device. It can be used to view news on any selected topic, whether the information 

comes from the news, blogs, social media posts, RSS-feeds2, or other sources. 

Feedly tuning needs to be focused on Wärtsilä, the tools that Wärtsilä uses and 

the suppliers and customers that it works with. 

Information gathered by Feedly improves the rate of speed, by which for example 

vulnerabilities can be found. Whenever vulnerabilities or exploits are found within 

hardware or software, experts can check whether it applies to any company assets 

or not. Without Feedly, experts have to go manually through their preferred news 

sources, instead of having everything readily collected into one place. 

2.1 Tuning Feedly 

Feedly's artificial intelligence (AI), Leo3, needs to be tuned to search interesting 

and topic-related articles to cut through the noise. Every organization and team 

withing have different interests in what kind of information they are looking for, 

and since Leo looks for information all around the web, it needs to also be filtered 

to make assessing the articles easier and less time consuming. For example, the 

operational teams have a higher interest regarding vulnerabilities and threats than 

the engagement teams. 

The feeds can be tuned to gather related articles in multiple ways. "Custom topics" 

can be created in Feedly, which is a list containing keywords and concepts 

regarding assets, organisations, events and activity that Leo will look for. These 

 

2 RSS (Really Simple Syndication) is a web feed that can be allows keeping track of updates on 
websites with news aggregators.  
3 Leo is the name Feedly gave to its AI. 
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lists can be further refined in “web alerts” to apply certain logic to which articles 

should be pulled, such as defining whether to include articles that only concerns 

certain operating systems or versions, has high enough severity or articles that 

include a proof of exploit (Figure 3). Additional and specific sources can also be set 

as searching points for Leo. It can be set to go through specified social media 

accounts, subreddits, blogs, databases and RSS-feeds. 

 

 

Figure 3. Web alert containing a custom topic -list and search logic (Feedly, 2022, 

online) 

 



 13 

Once the feed has produced articles, they can be viewed from their respective 

feed tabs. The user can change how the articles are listed on the page, but by 

default they are shown as in digital news magazines (Figure 4). 

 

 

Figure 4. View of what a feed looks like (Feedly, 2022, online). 

 

Articles in Feedly can also be expanded for more information. For example, Leo 

will search, and list all found vulnerabilities concerning the article (Figure 5), show 

the given common vulnerability score (CVSS)4, or give its own estimation if a score 

is not given. It also highlights the most important parts of the article, automatically 

forming a summary. The text within can also be manually highlighted by users and 

comments can also be added to give more insight or to ping someone from 

 

4 CVSS (common vulnerability scoring system) is a standardized score given to vulnerabilities to 
measure its severity, with 0.0 being the lowest severity and 10.0 being the highest. The assessment 
is based on how many systems are potentially affected and how easily the vulnerability is exploited 
(i.e., how much does it require user interaction to be exploited). 
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messaging platforms, such as Slack or Teams. Links to the article sources are also 

provided and the article can be shared practically anywhere. 

 

 

Figure 5. Vulnerability Leo found from the article (Feedly, 2022, online). 

 

“CVE5 insight cards” can also be expanded in Feedly to gain more insight of the 

vulnerability (Figure 6). The CVE insight cards also provide statistics on awareness 

levels over time and show all related articles to it for further reading. 

 

5 CVE (common vulnerabilities and exposures) is a collection of known security issues. Every 
vulnerability and exploit is given its own CVE and a unique identifier number. 
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Figure 6. CVE insight card (Feedly, 2022, online). 

 

2.2 Team Boards 

To fully utilize and further improve the machine learning aspect of Leo, users need 

to approve or disapprove Leo’s search choices to train it. Irrelevant articles that 

do not actually meet the criteria set for the feed or do not simply fulfil the interests 

can be downvoted to discourage Leo for looking that kind of articles. Wanted 

articles on the contrary can be saved to “boards” created by the user. These 

boards act as a sort of a folder, where permitted users can read view all the articles 

saved into it. Articles from multiple feeds can be saved onto a single board. In this 

project, each team is created their own respective board. 

In summary, a feed is formed by custom topics and concepts created by the user 

and Leo will look for articles that abide those search parameters. Articles from 

these feeds can then be saved to boards, which can then be pulled by API-calls 

(Figure 7). 
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Figure 7. Process of generating articles with Feedly. 

 

2.3 Subscription Levels 

Feedly is by default a free service. However, most of the important features 

requires either a pro, pro+ or enterprise level subscriptions, with varying prices. 

The pro subscriptions are more geared towards individual users, while the 

enterprise is meant for companies interested in gathering intelligence (Feedly, n.d, 

online). 

With the free version, the user can create feeds and boards for themselves, but 

only add websites as sources for the feeds and are not able to refine any search 

logic to them and they are not able to search for articles with keywords via power 

search. The free version is limited to 100 feeds and three folders. 

The Pro plan is $6 a month, where the number of feeds is raised to 1000. This 

version features power search, sharing capabilities, noting and highlighting, faster 

news aggregation, no advertisements and premium support. This plan still does 

not contain Leo as a service. 

The Pro+ plan with $12/month, however, enables using Leo for tuning the feeds. 

With this the user can create web alerts, follow newsletters, get the RSS-builder 

and follow certain topics in feeds. Intelligence regarding markets, threats and 

competitors, however, is reserved for the enterprise plan. 

The enterprise subscriptions cost varies and is not listed. The users get up to 7500 

feeds, can create team feeds and boards (whereas the cheaper subscriptions are 
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limited for personal use), has access to Feedly’s API, get Slack and Teams 

integration and gathering intelligence with Leo is enabled. Feedly also offers 

onboarding and training for companies regarding using Feedly and its API (Figure 

8). 

 

Figure 8. Feedly's different subscription services (Feedly, n.d, online). 

 

2.4 Use Cases 

Use cases for Feedly varies greatly between companies and even between teams 

within companies. Some teams are more interested in marketing news and 

tracking competitors rather than threat intelligence. 
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A use case example in Wärtsilä is when the infamous Log4j vulnerability (CVE-

2021–44228) was discovered in December 2021. It allowed the attacker to execute 

code remotely and steal information and was one of the most critical 

vulnerabilities in history of the internet, as it affected a third of the world’s web 

servers (Catanese, Beppe. Medium. Accessed 07.10.2022). An expert in Wärtsilä, 

however, saw an article in Feedly the day it was published, regarding the founding 

of this vulnerability, and the cyber teams were able to patch this vulnerability 

before threat actors were able to exploit it. 

 



 19 

3 DEVELOPMENT 

Gathering threat intelligence is only part of the pipeline. The information needs to 

also be processed before it is forwarded to the user-end of the pipeline. Feedly 

allows for API calls to fetch articles from web alerts and boards along with other 

data, such as information from Feedly’s own dashboards. First, the articles need 

to be pulled with an API-call from a link provided by Feedly, then parsed in order 

to gather only relevant information about them, such as title, summary and 

publish date. After properly modelling the data and inserting the articles to 

database tables, they are uploaded to a server, where the tables can then be 

visualised in a reporting tool or something similar. This process is to be completely 

automated. 

3.1 CI/CD Pipeline Structure 

For running backend programs, Wärtsilä has chosen Amazon Web Services (AWS) 

as its service platform, which is a cloud-based web service platform. It offers a 

multitude of different services, of which many are needed to successfully run this 

backend application (Amazon Web Services. Accessed 11.10.2022).  

First the whole application is uploaded to Bitbucket, which is a git-based source 

code repository. Bamboo, an Atlassian tool for setting up continuous integration 

and deployment (CI/CD), is set up so that any code uploaded to Bitbucket is 

automatically checked for any errors and faulty formatting. If the build is 

successful, the code is uploaded to AWS CloudFormation, which is an 

infrastructure as a code (IaC) and manages third-party resources. From there it’s 

uploaded to S3 which stands for Simple Storage Service. The code is stored there 

as objects, both the serverless version and the development and production 

versions. The code is also uploaded to AWS Lambda, which is an event-based 

computing service, where the code can be set up to be run automatically on 

certain events or timed intervals. In this project the Lambda is set up to run the 

application every 24 hours midnight, so the news dashboards at the end of the 

pipeline are readily refreshed for each morning. 
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PostgreSQL was chosen as a database solution to store the data. When the code 

is run in Lambda, it pulls and parses the articles from Feedly and stores them into 

RDS Postgres. From there the tables can be integrated into any wanted software 

or program (Figure 9).  

 

 

Figure 9. AWS structure. 

 

 

3.2 Code Structure 

The articles from Feedly are pulled with a scheduled running backend API caller 

application (Figure 10). It is written in Python and utilises Pydantic models. 

Pydantic modeling is a way of parsing data and ensuring it conforms the defined 

field type (Pydantic docs, n.d. online). 
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Figure 10. General structure of the code. 

 

First, the articles are pulled from Feedly with an API-call directed to chosen 

address in feedly.py (Figure 11).  

 

 

Figure 11. Establishing a connection to a Feedly board in a get() -function 

(screenshot from VS Code). 

 

All the get() -functions are set up to run every 24 hours in AWS Lambda, where the 

interval can be configured. In this project Lambda invokes tasks.py every 24 hours, 

which initiates all the API-calling functions (Figure 12). 
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Figure 12. Invoking all the API-calls (screenshot from VS Code). 

 

All the get() -functions also call for create() -functions, which inserts parsed data 

into their corresponding columns, in the correct table and inserts the new data in 

to the database (Figure 13). A single article contains a lot of unneeded data which 

can be viewed in JSON-format6. So only necessary fields are parsed and inserted 

into the database, such as the title of the article, date released and summary. 

 

6 JSON is a human-readable data format that stores data in objects and arrays (JSON. Accessed 
14.10.2022).  
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Figure 13. Inserting new data in to the database in a create() -function (Screenshot 

from VS Code). 

 

 When the code is run for the first time, it is set to also run 

sql_alchemy_models.py, which models the tables within the database (Figure 14). 

 

 

Figure 14. Modeling a table (screenshot from VS Code). 
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Functions initialising the creation of the tables can be disabled (commented out) 

after the first run, as all future data will be stored in already existing tables (unless 

new ones are to be created). 

The articles title acts as a unique identifier for the PostgreSQL database, so a check 

is run automatically, where if the title already exists, it will not be re-added to the 

database. This is done because while the ID also acts as a primary key, sometimes 

the same article can appear as a duplicate, but with a different ID. Since every 

single character within the title is accounted for, it is highly unlikely that two 

different articles would have the exact same title and thus would be excluded from 

the list, so this is a fairly fool-proof method. 

After parsing the articles and inserting them into the tables, feedly.py also calls for 

postgres.py, which then pulls the database session from AWS with proper 

credentials. As this application is back-end software, the data can not be viewed 

within the command console but instead must be viewed in a table tool of some 

sort (Figure 15). 
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Figure 15. Example of what data is written into the database (screenshot from 

TablePlus). 

 

3.3 Testing Locally and in Development 

For local testing purposes several different software are needed. The code is also 

set up to simulate the cloud structure locally. The local backend is run from a 

console with a command, which initiates the serverless-offline configuration. 

Docker needs to be run, which is a set of platform-as-a-service products, that 

allows for delivering software in containers with the help of an OS-level 

virtualisation. The application is then initiated with a local GET-call to defined local 

address (which in this case is http://localhost:3000/local/tasks) with an API 

platform (in this project Postman is used). The API-call then initiates the 

application, and the articles are pulled and parsed into a local database, which can 

then be viewed with TablePlus for example. 

The testing method consists of deleting any already existing tables related to this 

project, then running the program to see whether it added articles properly and 

with all the data that was set up to be gathered. When that is confirmed, the 

program should be run again after adding new articles to the corresponding board 



 26 

in Feedly to see effects. The program should not add any duplicate articles and it 

should add any new articles previously not found in the table (Figure 16). The 

function for creating new tables should be commented out before adding articles 

to existing tables. 

 

 

Figure 16. Testing method. 

 

The application has to be tested without errors locally before uploading to 

development. For testing in development, the application can simply be run from 

AWS Lambda, where the user can manually test run the selected file or files, which 

in this case needs to be tasks.py only. 

 

3.4 Pipeline and PowerBI 

The main feature that needed to be included in this project was to create a 

pipeline that allows easy transfer of data to user endpoints. Feedly interactions 

are to be shown in communication software such as Slack and Microsoft Teams 

and the parsed articles are to be brought to a reporting tool, Microsoft PowerBI 

(Figure 17).  



 27 

 

Figure 17. Pipeline structure. 

 

Microsoft PowerBI is an interactive data visualization software used for making 

visualised reports based on data, either imported from a file or directly from the 

data source. It allows for faster and more powerful data visualisation and 

customization than Microsoft Excel for example. PowerBI is favored by the 

company for it is part of the Microsoft program stack used by the company. It does 

not require any large-scale integrations or user management. However, a network 

gateway must be configured by the company, which allows secure data transfer 

between on-premises data, to be able to get and see data contained within the 

published report. 

The news dashboard was designed so that it shows the banner image, title and 

publish date. When an article is highlighted by clicking it, it also shows the 

summary created by Leo and a link to the full article (Figure 18).  
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Figure 18. News dashboard created for the articles (screenshot from Power BI). 

 

Feedly also offers Slack and Microsoft Teams integrations. Slack is a messaging 

platform designed for office and personal use. A channel can be created in it which 

will then be connected to Feedly with a web link. Whenever a user saves an article 

to the connected board, it appears to the slack channel too, which helps with 

quickly sharing information with everyone involved (Figure 19). A similar feature 

is available for Teams, which is also a business communication platform. 
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Figure 19. How a saved article appears in the Slack channel (screenshot from 

Slack). 



 30 

4 RESULTS 

 
The goal of this thesis was to tune Feedly to gather relevant cyber security 

information related to Wärtsilä, Wärtsilä's customers and Wärtsilä's suppliers and 

to develop a pipeline, which will visualise the results in a dashboard, for example, 

PowerBI. 

4.1 Expectations 

Expectations and purpose of this project was not to replace the expert working on 

gathering threat intelligence but to increase the speed and ease of gathering 

threat intelligence and reduce the workload of having to go through every 

individual source one at a time. The related articles selected by experts would be 

easily available for reading for those, who need to see them. With this pipeline, 

the news about new exploits, for example, could be reached a lot faster with daily 

or even hourly updates on news, rather than waiting for a weekly newsletter hand-

crafted by somebody. 

4.2 Result and Challenges 

The technical results were good regarding the objectives of the thesis. The pipeline 

is working and is easily customizable for future parsing from different sources. The 

Feedly board used for this thesis was tuned successfully so that it provides 

appropriate articles. This project is truly running in production, so it is not a mere 

proof of concept, but rather a working service that the company can utilize. 

The biggest challenge, however, is in getting people to use any new services and 

software. In a company as big as Wärtsilä, there are plenty of tools already in use 

and it is always difficult to get workers to change their routines. While Feedly 

would greatly increase the ease and speed of gathering threat intelligence as it can 

bring all sources to one place, some people still prefer going through the sources 

manually. Others may want to have the process fully automated without any sort 
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of interaction on Feedly, but the AI needs to be trained first by going through the 

articles it finds. 

Throughout this project, meetings with various different teams and their member 

have been held to show the capability and potential of this project. Companywide 

presentations for cyber teams were also held once the pipeline was ready, to raise 

awareness and this sparked up more interest into the project. Collaboration has 

also been done with other companies, such as Feedly itself and AEMO, Australian 

Energy Market Operator. 

On a technical note, the most challenging part has not been learning Python as a 

new language for me, nor eventually having my code setup to run properly on 

company systems, but rather in getting PowerBI to work. A lot of extra work had 

to be done to be able to run PowerBI virtually, since my working laptop has been 

a MacOS and to get the live data flowing in properly to the virtual machine, a lot 

of networking and permission sets had to be configured. 

4.3 Improvement and Future 

The development and onboarding still continues and improvement on what data 

can be gathered and how it is presented is actively being worked on both from 

Feedly’s side and from my projects point of view. The onboarding is an ongoing 

process within the company, with some teams showing more interest than others. 

Not every team needs to be following news to be able to operate and improve, 

but those who do should be introduced to this concept. 

The main services used in this project were Feedly, AWS and PowerBI, but the 

concept of this pipeline can be utilized in any other environment as well. The 

articles can be pulled from any chosen RSS-feed, the application does not need to 

necessarily run on AWS and the user end can be some other tool than PowerBI. 

PowerBI is not the actual preferable tool to work on such a project, as other more 

fitting tools exist for creating dashboards with better visuals. 
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